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Why Information Assurance Matters 

The growth of the Internet has increased the importance of information security. “Webification” of the enterprise increases the amount of information stored, managed, and accessed in databases, and the number of products and tools accessing those databases.  At the same time, the Internet has increased the rate of software product development as customers move to “web-ify” their enterprises. 

In this environment, many vendors add lots of features and functionality in products as quickly as possible, with little regard for the security of those features. The vendors may conduct a cursory inspection of security before the product ships, but the main factor in the product release is often “How much new functionality can I stuff in before the release ships?” not “How can I ensure that my customers’ systems are secure with what I build?” Paradoxically, the requirement for strong security correctly implemented is increasing precisely as more time-to-market forces conspire against it. Web-ifying the enterprise creates more security risk, both because the newest (and probably least secure) products are protecting the more mature back-end data store, and because the time-to-market pressures are greatest for web-facing products.

In this environment, the requirement for information assurance — that is, proof that the security mechanisms of a product are correct and well-formed — is paramount. Otherwise, customers are at the mercy of vendors’ marketing departments: all vendors claim their products are secure, even those who issue security alerts and patches every 2 ½ days. 

The move towards open source software may appear to reduce the need for information assurance. After all, since the source code for open source is freely available for review, in theory, “many eyes” are reviewing the security-worthiness of open source software. Furthermore, security faults in open source software tend to be patched quickly and incorporated into various distributions with great rapidity. In the “transparent” development environment of open source, is there still a need for information assurance measures that have been applied traditionally to proprietary software. Is it even possible for formal information assurance measures to be applied to open source software? LINUX is arguably the open source success story; is there any benefit to improved information assurance for LINUX?

What is a Security Evaluation?
Information assurance can broadly be thought of as the degree of confidence that a product’s security mechanisms do what they claim to do. The main vehicle for establishing information assurance is an independent (third-party), formal security evaluation performed against international security evaluation criteria. These criteria can be thought of as “what you mean when you say you are secure.” Only an independent security evaluation can attest to the correctness of a vendor's security claims, since all vendors claim their products are secure. Just as many consumers will not purchase a product or device without an Underwriters’ Laboratory™ rating or without consulting Consumer Reports, customers of information technology (IT) products should not purchase mission-critical software without an independent security evaluation. 

Security evaluations typically separate the technical security claims about a product ( usually made in response to particular threats ( from the assurance itself, that is, the degree of confidence that the product does what it claims to do. Generally speaking, the higher the assurance, the more work the vendor has to do in terms of formal development processes and methodologies, and the more work the evaluator does in validating the claims. Many customers who require evaluated products specify either the security target (the claims the product must meet) or the assurance level, or both.

Security evaluations are done by independent (third party) laboratories, which are certified by their respective countries’ evaluation bodies. Completion of an evaluation results in the granting of a certificate (specific to the product and vendor) by a country’s evaluation body, for example, the Communications Electronics Security Group (CESG) in the United Kingdom, and the National Information Assurance Partnership (NIAP) of the National Security Agency (NSA) and the National Institute for Standards and Technology (NIST) in the US.

In the past, there have been a number of country-specific evaluation criteria. However, the trend in the past few years has been towards internationalization. For example, the Common Criteria is an International Standards Organization (ISO) standard (15408); multiple countries not only subscribe to the Common Criteria but, through mutual recognition, will accept Common Criteria evaluations performed in other countries. Currently, there are 15 countries that subscribe to the mutual recognition arrangement of the Common Criteria, which allows vendors to do an evaluation up to Evaluation Assurance Level 4 (EAL4) that is recognized in any other country.  Today, Oracle only performs Common Criteria evaluations for our server products, and Federal Information Processing Standard (FIPS)-140 evaluations, which validate cryptographic modules.

Commentary on the Common Criteria

The main drivers behind the creation of the Common Criteria were a desire to rationalize (or harmonize) the various security evaluation criteria and the enabling of mutual recognition. That is, prior to the Common Criteria, vendors often had to do multiple evaluations of the same product (one per country or criteria) and there was no “leverage” from doing any single evaluation. Prior to the Common Criteria, there were multiple country-specific evaluation criteria, including:

· The United States Trusted Computer Systems Evaluation Criteria (TCSEC), also known as the “Orange Book”

· The European Information Technology Security Evaluation Criteria (ITSEC)

· The Russian Federation Criteria

Oracle has evaluated products against all the above criteria.

The Common Criteria is a dictionary of technical requirements, including functional requirements, the desired or claimed security behavior, the requirements for different assurance levels, and the measures that give grounds for confidence that security functions are correctly and effectively implemented.  For example, formal tests for security functions and source control methods are means by which evaluators can gain confidence that security mechanisms are correctly implemented. There are aspects of security that are not within the scope of a Common Criteria evaluation, including non-technical security requirements (such as physical security of a system, personnel vetting and procedures to ensure security), validation of cryptographic mechanisms, the actual mechanism for mutual recognition (that is, the Common Criteria Recognition Arrangement), and the administration of the national schemes to actually do the evaluations. 

Common Criteria Concepts

The following section describes basic concepts of the Common Criteria.

A Protection Profile (PP) is a collection of desired CC functional and assurance requirements. Typically, a protection profile is written by procurers to specify what they need. For example, NIAP is writing a number of protection profiles for common IT products, such as databases, operating systems, firewalls, intrusion detection systems, and so on. Oracle has also written and published the first protection profile for commercial relational databases.

A Security Target (ST) is a collection of CC functional and assurance requirements to which a developer claims a product conforms or will conform. A security target is generally written by developers to specify what a product does or will provide. A security target may also claim that a product conforms to a PP (but doesn’t have to).

A Target of Evaluation (TOE) is a product or system to be/being evaluated against an ST.

The Evaluation Assurance Level (EAL) ranges from EAL1 (lowest) through EAL7 (highest).  EAL4 is the highest level generally achievable by commercial products, particularly since assurance levels higher than EAL4 fall outside of the scope of the mutual recognition arrangement. That is, a vendor who does an EAL4+ evaluation will find that it is not accepted by countries other than the one in which the evaluation was done. EAL4+ evaluations thus present significant diminishing returns for vendors doing them. EAL5 and above evaluations are usually for very low sale volume, special security products, normally for government use only. Other assurance levels (i.e., EALs 5, 6) requires semi-formal and formal (EAL7) mathematical proofs of correct design and implementation. An example of a plausible EAL7 evaluation would be for a very simple function smart card. 

Who Needs Information Assurance?

Evaluations are most often required in government sectors, especially in defense. For example, a US Federal policy directive, National Security Telecommunications Information Systems Security Policy (NSTISSP) Number 11, requires information technology used in national security systems to have independent measures of assurance, such as a Common Criteria evaluation or FIPS-140 evaluation.  The definition of “national security system” is rather broad, and includes, for example, the human resources system for the US Armed Forces. The requirement for evaluated products may be extended to other sectors of the US government under the US National Strategy to Secure Cyberspace. 

Post-September 11, there will be few ( if any ( waivers granted by the NSA from NSTISSP #11 requirements. In fact, the policy requires that as of July 2002, commercial software products for national security systems must successfully complete an independent security evaluation  (or be “in evaluation”) against ISO-15408 or FIPS-140.

The requirement for evaluated products is not merely a US-only or government-only one, however. The Russian government requires evaluations for systems used to protect state secrets. Most recently, China has introduced the Chinese Information Technology Security Evaluation Criteria (CNITSEC). There are other communities that are beginning to look at evaluations as a requirement, such as the financial services industry (e.g., BITS certification). 

Oracle is the undisputed market leader in formal security evaluations, with 17 independent security evaluations — and counting — against every major worldwide criteria during the past eleven years. 

Benefits of Evaluations 

Security evaluations are not a cure-all for poor security practice, but they do provide tangible benefits to both the vendors that do them and the consumers of the software. Furthermore, the benefits of evaluated products can be leveraged in many ways. For one, evaluations ( even if done for the government customer base only ( tend to improve the (evaluated) product for all customers and thus the benefit accrues to all information technology consumers and sectors. 

There are multiple benefits to any vendor of doing security evaluations:

· A more secure product. Security evaluators find security vulnerabilities during the evaluation, which must be remedied as a condition of completing the evaluation. No fix, no evaluation certificate. It is always cheaper to remedy a security fault earlier in a product life cycle than later, so evaluations may actually result in cost savings for a vendor if a security fault is found early enough in the development cycle.

· A more secure development process. A formal security evaluation includes a review of the development processes, known as a Development Environment Assessment (DEA) sign-off, that covers product security design, development, test, delivery and physical security environment. Security must be integrated with these processes, and repeatably so, in order to obtain and maintain security evaluations. 

· A culture of security. It is ultimately a “culture of security” that is the most valuable result of a commitment to security evaluations. Vendors investing in evaluations for the long term reap cultural benefits from doing so that have significant payouts. No vendor can build secure software consistently if the responsibility for security is on “the quality control people” or “the security team.” Security evaluations force development process changes on vendors, and the process changes lead to cultural changes that benefit everyone.

For the consumer of IT, evaluations provide similar but slightly different benefits:

· Evaluations are independent measures of assurance. The evaluation technical laboratories are independently accredited (not merely the low cost third party chosen by and paid by a vendor) by national governments. Furthermore, the evaluation certificate is actually issued by an independent national authority performing technical oversight of laboratories.

· Confidence in the security mechanisms, increasing with assurance level. Consumers may not always need higher assurance levels, but they can demand and obtain them. The mutual recognition arrangement increases the ability of vendors to evaluate their products at competitive prices, as well, and have that evaluation “count” in multiple sectors.

What Evaluations Can Do and Can’t Do

Though security evaluations are important in establishing information assurance, they are not a cure-all and they are not cheap. For example, it may cost between US$750,000 and US$1,000,000 to evaluate a commercial operating system to EAL4. Furthermore, evaluations may be extremely time-consuming. The first evaluation (at EAL4) of a complex product (e.g., an operating system or a database) takes about two or three years to complete. Afterwards (if the vendor and evaluator have developed proficiency), an EAL4 evaluation can be completed within about 9 months.

Evaluations do not result in bug free or even security bug-free software. (Oracle supplements security evaluations by a number of other methods, including formal secure coding standards, training, code scanning, and “ethical hacking,” among other techniques.) For example, security evaluations typically assume a benign rather hostile network, and “hacker-style” penetration tests can be avoided within the scope of a security evaluation. 

There are also the more prevalent issues of inadequate security targets and unrealistic configurations. For example, one popular operating system’s first security evaluation (against the Orange Book) was diskless and standalone. Needless to say, absolutely no customer actually ran the OS in that configuration. A vendor could also create a security target that is so weak that it is not meaningful to evaluate against it. For example, a vendor could make only one claim (“users are authenticated”), which would likely result in a fast but not necessarily useful evaluation. 

Even virtually identical products may nonetheless have different security targets. For example, the security target for SuSE’s LINUX distribution (recently completed at EAL2 against the Common Criteria), had 19 functional claims, while the security target for the RedHat LINUX distribution has 32 functional claims. This makes apples-to-apples comparison somewhat difficult for consumers even if the assurance levels for competing products are identical.

None of the legitimate criticisms of evaluations mean that they should be abandoned, as that would be a case of throwing the baby out with the bathwater. Evaluations may not be perfect but the fact that they are independent and raise the bar on security is reason enough to promote them.
Does LINUX Need to Be Evaluated?

There are compelling arguments for evaluating LINUX, as indeed, there are for evaluating any open source software. One of these is the desire for a level playing field. For some, the argument over “which is more secure – open source or proprietary software?” is almost religious in nature. Few would argue that proprietary software is more secure precisely because it is “not open,” since “security by obscurity” has never been a guarantor of good security. Some argue that open source must be more secure because ( in theory ( “many eyes” are capable of and actually are reviewing the source code. Yet, it is this openness that poses different types of risks for enterprises deploying open source; for example, someone could introduce a flaw into the software used within an enterprise unless the internal distribution of open source is validated and controlled. At the end of the day, enterprises should choose software that best meets their business needs, and the requirement to have security validated by independent parties helps ensure a “level playing field” for consumers of IT. The use of open source or proprietary software can and should be made on a basis other than religious arguments.

Evaluations cover the breadth of software development, not only how a product is designed and built, but the controls placed on the software to ensure that it has not been corrupted or the integrity deliberately or inadvertently weakened.  Thus information assurance ( proof of security-worthiness ( is worthwhile for all software, no matter how it is developed. The US government has specifically made the determination that both open source software as well as proprietary software, must meet the requirements of NSTISSP#11. 

Another argument for evaluating LINUX is the need to firmly establish LINUX in the enterprise space. Other operating systems, such as Sun Solaris and Microsoft Windows, have been through multiple evaluations to EAL4. If LINUX is to be a credible alternative to Windows and Solaris it also must meet this level of assurance. Additionally, products may be required to meet certain (needed) functionality requirements in order to be evaluated. For example, Oracle6 had most but not all of the functionality required to meet an Orange Book C2 evaluation. Oracle enhanced auditing in order to complete a C2 evaluation. Overall product security tends to improve as a product is evaluated.

Evaluating LINUX will not only substantiate its security-worthiness as compared with other (evaluated) operating systems, but will likely result in a strengthening of the technical security mechanisms of LINUX itself. Putting it differently, the argument is not “Are proprietary operating systems more secure than LINUX?” but rather “LINUX is here to stay; how can vendors make it as secure as possible?”

Evaluating LINUX has additional advantages in the furtherance of other open source evaluations, such as Apache.  Once the general obstacles to open source evaluations have been addressed, all other open source software will benefit.

Assurance Challenges for LINUX

As open source software, LINUX faces particular challenges in evaluations above and beyond what is faced by proprietary software. Typically, the biggest difficulty in product evaluations is not in showing the product has the claimed security functions, but in proving the claimed assurance is valid.

Proprietary products are at a huge advantage in this regard, for multiple reasons. For one, development is under the control of a single entity. Also, development processes, testing and controls, even if rudimentary, are simple to demonstrate, perhaps as simple as a couple of developers accessing a source control system in a secured laboratory. In contrast, open source concepts and practices make demonstrating assurance in an open source product much more difficult.  There is also the practical challenge that evaluations are expensive and, to-date, it has been more cost-effective for proprietary software vendors to evaluate their products than for distributors of open source software. Specific issues are listed below:

Configuration Management

· Who ‘owns’ the open source code and specifies which configuration controlled code comprises the target of evaluation (TOE)?

· The definitive source code must be held in a single source code control system.  Who administers and documents its operation and authorizes each developer’s permitted access to it?

· What personnel security checks are performed before a developer is ‘hired’?  What physical security exists to protect the source code?

· What tools exist to provide access control on source code, and to audit access, in order to substantiate developer non-repudiation (that is, a developer can’t say that he or she did not make a change to code, it was “someone else”)?

Delivery and Operation

· Where can a customer go to obtain the open source LINUX product that is the TOE, not just the source code?

· How can a customer validate that a received product is the exact TOE version (e.g., via checksum)?

· What mechanisms exist to ensure that code has not been tampered with prior to delivery? (e.g., a shrink-wrapped CD)? 

Development

· Who or what is the single responsible entity that fills the Common Criteria role of “developer” for LINUX?  Can that entity demonstrate exclusive control and authority over the TOE?

· How can you verify that all tools (e.g. compilers, debuggers) used by developers and for code integration are documented and shown to be trustworthy?

Guidance documentation

· Who writes the required installation, configuration and secure use manuals for the open source TOE required by an evaluation? 

Life Cycle Support

· How are new features authorized?

· How are new features guaranteed not to interfere with or bypass existing security features?

· Who documents the bug fix lifecycle?

· What is the expedited security bug fixing process?  

· Who has authority to ensure security bugs are fixed quickly?

· How can one ensure that the bug fix process is followed by every developer? 

· What happens when a bug fix also results in a redesign?  Who makes the related modification to the design specification?

Tests

· How is the integrated TOE tested and by whom?

· Where are the expected and actual results (of tests) kept, and who or what validates their success or failure?

State of the Industry – LINUX Evaluations

There are multiple approaches to the issue of evaluating LINUX. One approach is that LINUX distributors evaluate their own distributions of LINUX with no “leverage” from the generic LINUX kernel. In truth, there is no possibility of removing the “LINUX-distribution-specific” aspects of an evaluation. A “generic” evaluation will likely never withstand the requirements of the Common Criteria evaluation process. That said, there is some capability for leverage if a core part of the LINUX kernel can be evaluated, that specific distributions then leverage. To that effect, the CCeLINUX Consortium is looking at the feasibility of a “generic” LINUX evaluation or part thereof, which could be leveraged by multiple LINUX distributors, and thereby reduce the cost to any single distributor. 

Who’s on First?

There have been concrete steps taken by multiple vendors to evaluate LINUX (particular distributions), but these efforts are currently fragmented. 

· IBM and SuSE have recently announced the completion of an EAL2 evaluation of SuSE LINUX, an important first step in establishing the information assurance of LINUX. It appears that IBM and SuSE are also moving rapidly towards an EAL3 evaluation of SuSE LINUX.  SuSE has graciously published the (non-proprietary) evaluation documents so that other vendors attempting to do evaluations of their LINUX evaluations may benefit from the IBM/SuSE work. 

· Oracle and RedHat have also teamed up to evaluate RedHat Advanced Server (initially to EAL2). The estimated completion date of this EAL2 evaluation is December 2003.  While the Oracle/RedHat evaluation was announced at the same time (April 2003) as the IBM/SuSE evaluation, IBM/SuSE had already started their evaluation prior to announcement and hence finished it relatively quickly. The disparity in completion dates is also, in part, a result of the differing security targets.  The Oracle/RedHat security target is somewhat more comprehensive (32 functional claims) than the SuSE target (19 functional claims), which in no way diminishes the importance of the IBM/SuSE evaluation in establishing the security-worthiness of LINUX.

Whither EAL4?

Clearly, an EAL2 evaluation of LINUX is achievable, since IBM and SuSE have done it and Oracle and RedHat are well on their way to achieving this. The salient question is whether EAL4 is achievable? This is, after all, the “gold standard” for commercial products. (EAL3 is interesting but not adequate.) EAL4 is the standard for any commercial product seeking to make compliance with NSTISSP#11 and other such requirements. As stated earlier, both Solaris and Windows have obtained multiple EAL4 evaluations.

EAL4 for LINUX may be unachievable without compromising some open source concepts, but only the attempt to evaluate LINUX to EAL4 will demonstrate exactly how achievable or unachievable this target is. Accordingly, Oracle plans to push LINUX towards EAL4, ideally in conjunction with other interested LINUX vendors and application providers who are keen to run on an evaluated LINUX platform, if not evaluate their own applications on LINUX.

Oracle’s Commitment to Evaluated LINUX

Oracle’s commitment to LINUX goes beyond our desire to see LINUX well-established as a viable alternative to proprietary OSs for our “evaluation-aware” customer base. Oracle is also moving our evaluation base from Windows and Solaris to Solaris and LINUX (based on customer demand) and as such, we have also entered our most current production database version into evaluation on LINUX (Oracle9i release 2). Oracle9i release 2 and Oracle9i Label Security release 2 have already completed Common Criteria evaluations at EAL4 on Windows and Solaris. Future Oracle product evaluations will be done on LINUX and Solaris.

As a long-standing leader in the evaluation community, with 17 evaluations completed against every major security evaluation criteria, Oracle continues to direct our expertise towards the area of improved information assurance across the board, from operating system to applications, and from back-end databases across the stack. Investing in LINUX evaluations and moving to LINUX as a key evaluation platform is our corporate commitment to improved, “provably secure” LINUX for all.
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