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Introduction





The network bonding driver originally came from Donald Becker's Beowulf patches for kernel 2.0. It has changed quite a bit since then, and the current version for the 2.4 kernel is now stable enough that people are starting to use it as an efficient way to accomplish NIC (Network Interface Card) failover. This paper describes a series of tests designed to help verify the failover function in the NAS (Network Attached Storage) environment. It will describe testing procedures and setups in detail, in the hope that a practical, hands-on approach will be useful to those who are using this technique for the first time with linux. For more information about the network bonding driver, we suggest looking at the documentation for the linux network bonding driver module: 


	/usr/src/linux/Documentation/network/bonding.txt.


Lots of useful information about the network bonding driver can also be found in:	http://oss.oracle.com/projects/hanic





Network Appliance’s filer systems are used in the tests described in this paper. Although we only test with one specific NAS system, we believe that the methods we use would easily carry over and apply to other types of NAS systems. One proprietary component in our tests is the Cisco switch used to connect the client systems to the filer systems. We believe that the major switch models that support the channel trunking feature (also known as port trunking) and implement the Spanning-Tree protocol should work for NIC failover.
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System Configuration





Hardware


Linux systems


Two generic (Intel white box) linux servers are used in the test. Here is the major system information for each of the systems:





CPU			: 4 x 700 MHz Pentium III


Cache Size		: 2048K


RAM			: 3G


Intel PRO/1000 NIC Server Adapters: 3 per system, For Network Appliance’s filer I/O 





Filer systems





Three filer systems are used in the test.  A filer system is composed of a filer header and some disk shelves.  A filer header can be thought of as a computer system with CPUs, RAM, interface cards, loaded with an operating system. Each header is connected to a number of disk shelves where the actual data reside. In this test, we use 18 disk shelves. Together, they comprise a complete filer storage system. Each disk shelf has 7  36GB disks. Here is the major system information for each of the filers and disk shelves:





Filer System Model		: 	F880c


Fiber Channel Adapter	:	Total 5 for 3 Filers


Intel III Gigabit NIC		: 	Total 5 for 3 Filers


Disk Shelf Model		: 	FC7


	


Other hardware





The logical level of a filer storage visible to end users is data volumes. All the  data volumes will be mounted by each client system. To accomplish this, a switch is used as the hub of the private network. We use Cisco 6509 Gigabit switch (24 ports) for this purpose. 


Hardware setup





A private network is used for connecting linux systems to filer systems. It is the network through which linux systems get NFS services. The central point of this network is the Cisco gigabit switch. See the diagram of system setup on page 6 for details. On one side are three filer headers which are the NFS servers. On the other side are two linux systems which are NFS clients. All together, five NICs on three filer headers are used to connect filers to the switch. Two gigabit NICs on filer header #1 and two on filer header #3 provide enough bandwidth for accessing sixteen data volumes from the linux systems. These volumes are basically used for database data files. Filer head #2 has only one gigabit NIC, which provides the bandwidth for two volumes attached to this header. These two volumes are basically used for database log files. On each of the two linux systems, there are three gigabit NICs, two used for data files and one used for log files. We will add extra NIC cards to these two systems to test NIC failover, and the details will be discussed later. Proper settings of sub-net addresses on these NICs are needed to provide the data traffic balances.  For these network setting details, see appendix B.





There are five fiber channel adapters  installed on filer headers. Filer header #2 uses one, and the other two headers use two each. This is an internal network within filer systems. For filer header #1 and #3, four  shelves are grouped together, and are connected to one fiber channel adapter in a daisy chain. For each shelf group, the output of one shelf should be connected to the input of the other. The Fourth shelf’s output should be terminated. The input to the first shelf should come from one of the adapters in the filers. Filer #2 has only two disk shelves.
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Software








We  use RedHat Advanced Server 2.1, with the e.12 kernel as our Operating System for the linux systems. Two modules are critical for the NIC failover setup: the network bonding driver and the gigabit ethernet driver. Testing revealed that the default modules were lacking the capabilities required for successful use in NIC failover. We will describe in detail where to find the correct modules, and how to configure them in place of the default modules.





In one of the tests, an OLTP (On-Line Transaction Processing) like workload was used to provide a large amount of transaction traffic, to stress the I/O subsystem. We use the Oracle 9.2 database, and an industry standard workload for this purpose.





Data volumes





Disks in filer disk shelves are organized as data volumes. This is the simplest way to configure hard disks in filers for NFS services. Each pair of disk shelves (2 x 7 = 14 disks) is logically grouped as a RAID group. For each 14-disk RAID group, only 12 of 14 disks are used for data storage and parity. The two remaining disks in the RAID group are reserved for use as spare disks which will be brought online if a disk failure occurs. Therefore, we have total of nine data volumes configured. Each of these nine volumes will be mounted by each of the linux systems. Nine data volumes appear as nine file systems for each of the linux systems. These are shared file systems. All the files created will be visible to all the linux systems. Furthermore, NFS in the linux kernel provides the necessary locking system for consistent and efficient data access. The testing database is created on these file systems.
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NIC Failover Testing


How to check for the network bonding driver


First of all, we want to know if the network bonding driver is loaded or not. The network bonding driver in Linux is usually configured to be loaded into the kernel as a module. This is true for Redhat Advanced Server 2.1. In fact, in order to have some of the failover features, which are configured at module load time, it is required for the network bonding driver to be configured as a module. The terms “driver” and “module” will be used synonymously in this paper. If your kernel doesn’t have a bonding module, you will need to rebuild your kernel with the following setting in the .config file:  


CONFIG_BONDING=m





The following is the command to check if the bonding module is loaded or not. Similar output should be seen from your system:





[root@shv-srv1 linux]# lsmod;


Module        Size  Used by    Not tainted


nfs          92192   9  (autoclean)


bonding      21152   2


autofs       13796   0  (autoclean) (unused)





In case you do have a bonding module, but it has not yet been loaded into your kernel, you can load it using the following command:





[root@shv-srv3 2.4.9-e.12smp]# modprobe bonding;





How do you know whether or not you have a bonding module available to load into your kernel? Here is an easy way to check. Change to your module directory (usually “cd /lib/modules/`uname -r`”) and type this command to check:





[root@shv-srv3 2.4.9-e.12smp]# find . -name bonding.o;


   ./kernel/drivers/net/bonding.o





Note: For the new version of the bonding module, you can check this using rpm tool:





# rpm -qil bonding;





We will show more about this later.





How to check for the NIC driver


As we said before, we used gigabit ethernet NIC cards and cables for our testing. The initial tests reveal that the default NIC driver in AS2.1 e.12, e1000.o, doesn’t work for these network devices. The problem has to do with how MAC addresses are used in the bond0 virtual device. Here is a brief description of the problem. In order to have failover capability, you need to enslave at least two physical NIC devices to the bond0 device (we will explain bond0 in detail later). The bond0 and both the NIC devices will have the same MAC address after the two NIC devices have been enslaved to the bond0 interface. With the default e1000 driver, the MAC address obtained on bond0 is not unique after several cycles of the enslaving and detaching operations, which makes failover impossible. There should be no MAC address problem if you are using 10/100-baseT NIC cards (for Intel cards, the driver would be the e100 module). You can perform some simple tests (as described later in the section titled “Simple NFS NIC failover test”) to determine if your NIC card and driver combination have this MAC address problem or not. If you do have this problem even if you are using a 10/100-baseT card, then the problem is probably the driver you are using. In our case, we switched to using a new version of  e1000 driver, which was made available for the Advanced Server 2.1 e.12 kernel by RedHat as the e1000_4412k1 module.





Now, similarly to how we checked the bonding module, we can easily double check the NIC driver that we are using. The “lsmod” command should show a module, “e1000”. If the e1000 module is not loaded, you can always use “modprobe” to load it. To double check the version of the e1000 module actually loaded, go to /proc/net/PRO_LAN_Adapters directory, and look in the file corresponding to the interface, as follows: 





[ora9i@shv-srv2 PRO_LAN_Adapters]$ more eth3.info;





Description         Intel(R) PRO/1000 Network Connection


Part_Number         a06512-005


Driver_Name         e1000


Driver_Version      3.1.23


PCI_Vendor          0x8086








Notice that this shows the version of e1000 as 3.1.23, which is the one which doesn’t  work for failover. If you are using Advanced Server 2.1 with the e.12 kernel, you can easily switch to using the new driver, as follows:





Bring down all interfaces that are using the current e1000 module. For example, bring down eth3 and eth4:





# ifconfig eth3 down;


# ifconfig eth4 down;





Unload this module: # rmmod e1000;





Load the new module: # modprobe e1000_4412k1;





We can load the e1000_4412k1 module like this because this module is already built for the e.12 kernel by RedHat. Double check in the current module directory:





[ora9i@shv-srv1 2.4.9-e.12smp]$ find . -name *e1000*;





./kernel/drivers/addon/e1000


./kernel/drivers/addon/e1000/e1000.o


./kernel/drivers/addon/e1000_4412k1


./kernel/drivers/addon/e1000_4412k1/e1000_4412k1.o





Double check the new module loaded:





[root@shv-srv3 PRO_LAN_Adapters]# pwd;





/proc/net/PRO_LAN_Adapters





[root@shv-srv3 PRO_LAN_Adapters]# more eth3.info;





Description           Intel(R) PRO/1000 Network Connection


Part_Number           a06512-005


Driver_Name           e1000


Driver_Version        4.4.12-k1


PCI_Vendor            0x8086





Notice that the version of our new module is 4.4.12-k1. After loading the new e1000 module, you need to bring up all the NIC interfaces that you brought down earlier.





Tests on network between two systems





The first step of our testing involves establishing that the working environment actually supports simple system-to-system NIC failover, where two servers each with two NIC cards are used to test. That step uses the methods described in the documents from http://oss.oracle.com/projects/hanic. We will not describe those methods in detail here, and focus instead only on the topic of NFS failover. If you never used the network bonding driver before, we recommend that you read those documents first, and do similar tests before moving on to the NFS failover phase of the testing.





Simple NFS NIC failover test





This is a simple test which can be used to double check if the current working environment supports the NFS NIC failover capability. We have used system Linux1 (see the diagram on page 6) in this test. Linux1 has four e1000 cards, eth1, eth2, eth3 and eth4 (eth0 is an e100 card and is used for public networking). In a non-failover NFS environment, we only use eth1, eth2 and eth3 for the filer access (through switch). For the failover testing, we add an additional e1000 card, eth4. Eth4 will be used with eth3 to combine a pair of cards which will be enslaved to the virtual bonding device, bond0.





Bond0 is the virtual interface to the network bonding driver. The following are a few of the configuration steps that need to be done before it can be used.





Add the following line of configuration info to the file /etc/modules.conf:


	alias bond0 bonding


2.  Create a new configuration file with the following name:


   /etc/sysconfig/network-scripts/ifcfg-bond0


 The ifcfg-bond0 file should have the following contents:





DEVICE=bond0


IPADDR=10.1.3.101


NETMASK=255.255.255.0


NETWORK=10.1.3.0


BROADCAST=10.1.3.255


BOOTPROTO=none


ONBOOT=yes


GATEWAY=130.35.148.1


USERCTL=no





Let’s explain one of the lines in this file:





IPADDR=10.1.3.101





This was the IP address used by the interface eth3, which is thus on the 10.1.3 subnet, and as a consequence is dedicated for access to the four data volumes served by the two filers (data1ge2 and data2ge2) on that subnet. Check the appendix A and B for more information, specifically looking for the following settings in the hosts file (those with the same subnet address as eth3): 





10.1.3.106      data1ge2


10.1.3.109      data2ge2





The other lines in the ifcfg-bond0 configuration file are quite straightforward. Note that the configuration file ifcfg-bond0 is mainly used to configure bond0 when the system is rebooted. It’s not required for the manual setup, as described in step 4 below.





3.  Umount all the relevant  data volumes, and bring down both the eth3 and the eth4 interfaces. Remove the following files from the directory /etc/sysconfig/network-scripts: ifcfg-eth3 and ifcfg-eth4.





Create bond0 with the following commands:





# modprobe bonding;


# ifconfig bond0 netmask 255.255.255.0 broadcast 10.1.3.255;


# ifconfig bond0 10.1.3.101;


# ifenslave bond0 eth3;


# ifenslave bond0 eth4;


# ifenslave bond0 up;





Note: To automatically configure bond0 when the system reboots, you should put some of these commands in a rc file.





Double check the current bond0 configuration:





Use the command ifconfig to check the current configuration of bond0, eth3 and eth4. See the sample output in appendix B, and notice that bond0, eth3 and eth4 all have the same MAC addresses: 





bond0     Link encap:Ethernet  HWaddr 00:03:47:98:42:28


	eth3      Link encap:Ethernet  HWaddr 00:03:47:98:42:28


eth4      Link encap:Ethernet  HWaddr 00:03:47:98:42:28





It is also worthwhile at this point to go back and double-check the information shown for the e1000 module in the directory  /proc/net/PRO_LAN_Adapters, as we described before. It should show that you are using the new version of the e1000 driver.





Now you can mount all the relevant NFS volumes using the bond0 interface. After successfully mounting the volumes, you will be able to do some input/output testing (for example, using “dd” to create a file on one of the mounted volumes), and monitor how I/O is passed through bond0 using the sar command. Here is a sample output:





# sar -n DEV 3 333;





04:22:04 PM     IFACE   rxpck/s   txpck/s   rxbyt/s   txbyt/s   rxcmp/s   txcmp/s  rxmcst/s


04:22:07 PM        lo      0.00      0.00      0.00      0.00      0.00      0.0


0      0.00


04:22:07 PM      eth0      3.67      0.33    252.00    266.67      0.00      0.0


0      0.00


04:22:07 PM      eth1      0.00      0.00      0.00      0.00      0.00      0.0


0      0.00


04:22:07 PM      eth2      0.67      1.33    101.33   1505.33      0.00      0.0


0      0.00


04:22:07 PM      eth3      0.67      1.33    101.33   1505.33      0.00      0.0


0      0.00


04:22:07 PM      eth4      0.00      0.00      0.00      0.00      0.00      0.0


0      0.00


04:22:07 PM     bond0      0.67      1.33    101.33   1505.33      0.00      0.0


0      0.00





Notice the new entry, bond0, in the sar report.





This version of the bonding module doesn’t support the information access via the traditional /proc/net directory interface on the system. A new version of the bonding module, which we will describe in a later section, does have support for /proc/net. You might also find that the I/O loads (how may bytes per second) displayed for bond0, eth3 and eth4 are not consistent. This disparity is also rectified in the new bonding module.





The final step involves trying to enable the channel trunking (or port trunking) configuration of the switch. The cables from the network cards corresponding to interfaces eth3 and eth4 are connected to two ports in our switch, specifically ports 4/1 and 4/2. We found that we must create a channel for these two ports, otherwise the failover cannot happen. Here is how to create a new channel on a Cisco switch:





Login to the switch (either use a standard telnet login command, or login using the serial console monitor). Go into the switch’s CatOS mode and setup the channel as follows:





Console> enable


Enter password:


Console> (enable)


Console> (enable) set port channel 4/1-2 on


Port(s) 4/1-2 are assigned to admin group 9.


Port(s) 4/1-2 channel mode set to on.


…


Console> (enable) show channel


Channel Id   Ports


-----------  -----------------------------------------------


865          4/1-2


Console> (enable)





Now we can start to test the failover. We tried to copy a large file with a size of about 1GB from /etc/zero to one of the volumes using bond0. During this time, we monitor the system using both vmstat and sar commands. At the beginning, we can see both eth3 and eth4 are loaded with the task of writing the data out. We then issue the following command:





# ifconfig eth3 down;





Immediately, we see that only eth4 is loaded with the writing task, and eth3 has no load. When we bring the eth3 interface back up, we find that both eth3 and eth4 get load again. Finally, we try the same test with eth4, bringing it down and back up again to test the load switch. This works just fine.





Finally, we simulate a NIC failure by means of disrupting the physical network itself, more specifically we pull-out and push-back the NIC cables connecting the two network cards corresponding to the network interfaces eth3 and eth4. We do this repeatedly, and observe that the same pattern of having the load switch to the remaining good path, still happens.





Tests with high  I/O load





Here we use a high I/O workload (similar in nature to an online transaction processing workload) to test the failover. The aim of this test is to run the system under a load which is closer to what would occur in a real production situation. These two tests were run using a big database (about 1 Terabyte) and 55 user sessions. The average throughput is about 6,500 transaction per minute. The average load on bond0 is about 10MB/sec.





Here is the first test. Configure bond0 with both eth3 and eth4 on the client. Make a channel (for those two ports which are connected to the two NICs) in the Cisco switch configuration; this is important, otherwise the failover will not work. Mount all data volumes from the filers using the bond0 interface. Start quite a large workload, using for example an OLTP simulation. Both eth3 and eth4 get network traffic, about 50% of the traffic tends to go via eth3, and 50% via eth4, so we get some load balancing here. Performance is normal (check the final throughput results, to count the number of transactions per minute). During the test, we simulate NIC failure by pulling out one of the cables from the participating NIC, then pushing the cable back in. Then we pull out the other cable, and push it back. We do this many times during the 30-minute test. We find that the network load shifts from both cards, to a single card, and back to both cards again, and so on. The failover affects the throughput of the whole system by less than 10%.





Another test, where the "bring up/down of eth3/eth4" is controlled by a script causing  the action every 10 seconds for about 5 minutes, creates a very stressful failover situation. The total system throughput decreases by about 50% under this scenario, but the overall workload  continues to run successfully without error. 














Tests using new bonding/e1000 drivers





In this section, we discuss some new versions of the network bonding driver and the e1000 driver we have tested. The reason that we want introduce these new versions of the drivers is that they work better compared to the default drivers we described earlier. We will list a few technical advantages of using these new drivers in this section. There are also some non-technical reasons:





These drivers are fully tested by Hewlett Packard. One can find these drivers on the HP web site, under the network interface card driver support section.


These drivers are also fully tested in one of the Oracle data centers. They are used in the data center’s production environment, and are running with good stability.





Where to get new drivers





The new bonding driver is: bonding-1.0.1-2. 


The new e1000 driver is: e1000-4.3.15a-1. 


Both of them can be downloaded from the HP website. Here is how:


Start with this URL: http://h18007.www1.hp.com/support/files/networking/nics/


And go down to the links:





Compaq Gigabit Ethernet NICs





Compaq NC7131 10/100/1000 NIC  (Option Part # 158575-B21)





Linux





Then find the RPMs in following locations:





HP Tested and Approved Linux Bonding Driver





HP Tested and Approved e1000 Linux NIC Driver�


You need to download both the src and text RPMs for these two drivers. After that, you need to build and install these drivers in your local environment. It should not be too difficult to do this if you have some experience with building modules on linux systems. The text files contain very detailed descriptions of the steps for building and installing these two drivers. Follow the steps in those documents. After building and installing the modules, remove the default modules and load up the new ones. The method is similar to what we described earlier for the e1000_4412k1 module. Note that the version of the new e1000 driver is 4.3.15a-1, which is older than the e1000_4412k1 (which was 4.4.12.-k1). 





How to build and install new drivers





This section will be helpful for those who are not familiar with the Linux build/install processes and the RedHat package manager tool (rpm). We have listed both sample commands and output here, and in some steps, we also list some extra information to help understand the whole build/install processes.





First of all, you need to install the linux kernel sources on your system. Try to get the kernel source rpm from your distribution CD, which should match your current running kernel (or match the kernel that you are going to test with). For example, in our case, we use the RedHat Advanced Server 2.1 e.12 kernel sources:





# rpm -i	kernel-source-2.4.9-e.12.i386.rpm;





This will create a directory, linux-2.4.9-e.12, in the /usr/src directory. After the installation, create a standard link from /usr/src/linux to it:





# cd /usr/src;


# ln -s linux-2.4.9-e.12 linux;





Do some initialization in this kernel source tree:





# cd /usr/src/linux;


# make mrproper;


# make oldconfig;


# make dep;


# make clean;





Create the directory /usr/src/redhat, if it does not already exist:


# mkdir /usr/src/redhat;





The kernel source tree environment is now ready for building drivers. Here is how to install the bonding driver. First, double check the contents of the bonding driver rpm file:


 


# rpm -qlp bonding-1.0.1-2.src.rpm;





bonding-1.0.1.tgz


bonding.spec





Now install the source code of bonding driver:





# rpm -i bonding-1.0.1-2.src.rpm;





The above command installs a spec file and a source zip file of the bonding driver into the /usr/src/redhat directory. To prepare for build, create these directories if they don’t exit:





# cd /usr/src/redhat;


# mkdir BUILD;


# mkdir  RPMS;





Now we can start to build new bonding driver:





# cd /usr/src/redhat;


# rpmbuild -bb SPECS/bonding.spec;





The above command will create bonding driver and a new ifenslave tool. It also creates a new rpm file which contains these binary tools. We cannot list all of the output of this command here because it is rather large. The final step would be the installation of the bonding driver (together with the ifenslave tool) into the standard module location, as follows:





# rmmod bonding;


# cd  /lib/modules/2.4.9-e.12smp/kernel/drivers/net;


# # save the old module:


# mv bonding.o bonding.o.sav;


# cd /usr/src/redhat;


# rpm -Uvh --force RPMS/i386/bonding-1.0.1-2.i386.rpm;


   Preparing...                ########################################### [100%]


   1:bonding                ########################################### [100%]





This concludes the installation of new bonding driver. It should now be present in the standard module location, for example:


/lib/modules/2.4.9-e.12smp/kernel/drivers/net/bonding.o





Follow similar steps to install and build the new e1000 driver, starting with the following rpm file:


e1000-4.3.15a-1.src.rpm





Some advantages to using the new drivers





Before the discussing the results of testing these new drivers, let’s first see some of the advantages we gain from using them:





Clear status information in the file /proc/net/bond0/info.





The old version of the bonding module doesn’t have this entry in /proc filesystem. Here is a sample output of the bond0 info:





[ora9i@shv-srv1 bond0]$ cat info;





Bonding Mode: active-backup


Currently Active Slave: eth3


MII Status: up


MII Polling Interval (ms): 100


Up Delay (ms): 0


Down Delay (ms): 0





Slave Interface: eth4


MII Status: up


Link Failure Count: 7





Slave Interface: eth3


MII Status: up


Link Failure Count: 8





Clear status information from the dmesg log file.





The new bonding driver prints much better status information when you bring up and bring down the module. See the following sample dmesg output:





# modprobe bonding miimon=100;


[root@shv-srv1 net]# dmesg


bonding.c:v1.0.1-2HP (December 6, 2002)


bond0 registered with MII link monitoring set to 100 ms, in bonding mode.


bond0 registered without ARP monitoring





Clear status information from the sar report.





We usually use the sar report to monitor the I/O activities for different NICs. The sar report from the old version of the network bonding driver is not consistent. The I/O load from the bond0 line is not consistent with bond0’s slaves. That is, if both eth3 and eth4 are working simultaneously (load balanced, using round robin mode), the I/O load of bond0 should be the sum of the I/O loads of eth3 and eth4. This is clearly true for the new bonding driver. Here is a sample output using load balance mode:





11:07:33 AM     IFACE   rxpck/s   txpck/s   rxbyt/s   txbyt/s   rxcmp/s   txcmp/


s  rxmcst/s


11:07:36 AM      eth1    346.84    656.81  35339.53 949972.76      0.00      0.0


0      0.00


11:07:36 AM      eth2   4657.48   2479.07 6752533.55 252182.06      0.00      0.


00      0.00


11:07:36 AM      eth3   5935.88   2853.82 8454566.78 515852.49      0.00      0.


00      0.00


11:07:36 AM      eth4   4564.45   2835.22 6491304.32 485510.96      0.00      0.


00      0.00


11:07:36 AM     bond0  10500.33   5689.04 14945871.10 1001363.46      0.00


0.00   0.00 





Useful man page and information output.





The new version of e1000 driver provides a useful man page (man e1000); this is helpful because it provides some module loading options when you bring it up. There is also a similar info page from the info tool (info e1000).





Clear status information in the rpm database.





After the installation of both drivers, you can easily check the product information by using the rpm tool. This information is not available from the old versions of the drivers. For example:





[ora9i@shv-srv1 bond0]$ rpm -qil bonding; 





Name        : bonding                      Relocations: (not relocateable)


Version     : 1.0.1                             Vendor: Compaq Computer Corporat


ion


Release     : 2                             Build Date: Tue 08 Apr 2003 05:09:58


 PM PDT


Install date: Tue 08 Apr 2003 05:54:50 PM PDT      Build Host: shv-srv1


Group       : System Environment/Base       Source RPM: bonding-1.0.1-2.src.rpm


Size        : 74766                            License: GPL


Summary     : Linux Channel Bonding Driver


Description :


This package contains Linux Channel Bonding Driver


/lib/modules/2.4.9-e.12smp/kernel/drivers/net/bonding.o


/sbin/ifenslave


/usr/share/doc/bonding-1.0.1


/usr/share/doc/bonding-1.0.1/bonding.txt





[ora9i@shv-srv1 bond0]$ rpm -qil e1000;





Name        : e1000                        Relocations: (not relocateable)


Version     : 4.3.15a                           Vendor: Intel Corporation


Release     : 1                             Build Date: Wed 09 Apr 2003 02:57:30


 PM PDT


Install date: Wed 09 Apr 2003 03:03:46 PM PDT      Build Host: shv-srv1


Group       : System Environment/Kernel     Source RPM: e1000-4.3.15a-1.src.rpm


Size        : 146675                           License: Dual GPL / BSD + patent


grant


URL         : http://support.intel.com/support/go/linux/e1000.htm


Summary     : Intel(R) PRO/1000 driver for Linux


Description :


This package contains the Linux driver for the


Intel(R) PRO/1000 Family of Server Adapters.


/lib/modules/2.4.9-e.12smp/kernel/drivers/net/e1000.o.new


/usr/share/doc/e1000-4.3.15a


/usr/share/doc/e1000-4.3.15a/LICENSE


/usr/share/doc/e1000-4.3.15a/README


/usr/share/doc/e1000-4.3.15a/file.list


/usr/share/doc/e1000-4.3.15a/ldistrib.txt


/usr/share/man/man7/e1000.7.gz





Testing using round-robin mode





The system configurations for failover tests using these new drivers are the same as those that we described for the default drivers. After you bring up both drivers, make sure to double-check that they are really the new drivers, using the methods described in the previous sections.





When we load the network bonding module using the command, “modprobe bonding”, we are using the default bonding mode which is round-robin (also known as load-balancing mode). Remember that this is also the mode in which we tested using the old bonding driver (and this is the only mode supported by the old bonding driver). The test we describe using the new bonding driver in round-robin mode is almost the same as that which we described for the old bonding driver, except that there are some changes that need to first be made to the Cisco switch configuration. These changes are important for the physical failover feature when using the new drivers.





First of all, we need to disable the channel trunking configuration for of the two ports we used for eth3 and eth4. Here are the commands used to check and disable the channel trunking configuration:





Console> (enable) show port channel





Port  Status     Channel              Admin Ch


                 Mode                 Group Id


----- ---------- -------------------- ----- -----


 4/1  connected  on                       9   865


 4/2  connected  on                       9   865


----- ---------- -------------------- ----- -----





Now  turn the channel off:





Console> (enable) set port channel 4/1-2 mode off





Port(s) 4/1-2 channel mode set to off.


Console> (enable) 2003 Mar 21 16:11:08 %PAGP-5-PORTFROMSTP:Port 4/1 left bridge


port 4/1-2


2003 Mar 21 16:11:08 %PAGP-5-PORTFROMSTP:Port 4/2 left bridge port 4/2


2003 Mar 21 16:11:08 %PAGP-5-PORTTOSTP:Port 4/2 joined bridge port 4/2


2003 Mar 21 16:11:08 %PAGP-5-PORTTOSTP:Port 4/1 joined bridge port 4/1


2003 Mar 21 16:11:08 %PAGP-5-PORTFROMSTP:Port 4/2 left bridge port 4/2


2003 Mar 21 16:11:09 %PAGP-5-PORTTOSTP:Port 4/2 joined bridge port 4/2





Console> (enable) show port channel





No ports channelling





If the channel is not disabled, the failover hangs when one card is failed.





Next, we need to enable another Cisco switch feature, “spantree portfast”. Without this, the second step in the failover tests will have about a 30 second delay (that is, there will be a delay when the connection to the “failed” card is pushed back in, allowing the card to take up I/O load again). Here is how to enable the “spantree portfast” feature:





(enable) set spantree portfast 4/1 enable


        STP: Spanning-Tree Protocol


(enable) set spantree portfast 4/2 enable


        STP: Spanning-Tree Protocol





Testing using active-backup mode





To enable this mode for the network bonding driver, you need to use the mode option when you loading the module. You can either manually run this command, as follows:





# modprobe bonding mode=1;





or put "alias bond0 bonding mode=1" into /etc/modules.conf





When the bonding driver is in active-backup mode, the I/O load will only exist on one of the slave NIC cards at a time. That slave will be deemed to be the “active” slave. If the active slave card fails, the backup card will take up the load immediately after failover. This was successfully tested with heavy I/O load (similar to what we discussed for the default drivers).





Performance consideration





The linux bonding driver is a software bonding solution. This driver places itself in between the network stack and the hardware. This results in extra copying of the data, and extra cycles of CPU used to try to figure out where the data is supposed to go, which affects the overall system performance. We recommend that you try all the different bonding modes when evaluating whether or not the linux software network bonding will meet your needs. 





We did measure the how the bonding driver affects the overall performance using our OLTP work load. The difference is small. In most of the cases, performance degradation is less than 10%.





�
Appendixes





A.	NFS Mount Options





This is a sample /etc/fstab file that we used for filer nfs mounting:





tm3ge:/vol/log /tpcc/log  nfs              hard,intr,tcp,rsize=32768,wsize=32768


,nfsvers=3,noauto,noac


data1ge1:/vol/data11 /tpcc/data11  nfs     hard,intr,tcp,noac,rsize=32768,wsize=


32768,nfsvers=3,noauto


data1ge2:/vol/data12 /tpcc/data12  nfs     hard,intr,tcp,noac,rsize=32768,wsize=


32768,nfsvers=3,noauto


data1ge1:/vol/data13 /tpcc/data13  nfs     hard,intr,tcp,noac,rsize=32768,wsize=


32768,nfsvers=3,noauto


data1ge2:/vol/data14 /tpcc/data14  nfs     hard,intr,tcp,noac,rsize=32768,wsize=


32768,nfsvers=3,noauto


data2ge1:/vol/data21 /tpcc/data21  nfs     hard,intr,tcp,noac,rsize=32768,wsize=


32768,nfsvers=3,noauto


data2ge2:/vol/data22 /tpcc/data22  nfs     hard,intr,tcp,noac,rsize=32768,wsize=


32768,nfsvers=3,noauto


data2ge1:/vol/data23 /tpcc/data23  nfs     hard,intr,tcp,noac,rsize=32768,wsize=


32768,nfsvers=3,noauto


data2ge2:/vol/data24 /tpcc/data24  nfs     hard,intr,tcp,noac,rsize=32768,wsize=


32768,nfsvers=3,noauto





�



B. Private Network Settings: /etc/hosts file and output of ifconfig





This appendix shows the relevant settings for NFS private network.





part of the hosts file:


# NIC addresses on filer headers


10.1.2.106      data1ge1


10.1.2.109      data2ge1


10.1.3.106      data1ge2


10.1.3.109      data2ge2


       tm3ge





output info of ifconfig to show network config:





[root@shv-srv1 root]# ifconfig;





bond0     Link encap:Ethernet  HWaddr 00:03:47:98:42:28


          inet addr:10.1.3.101  Bcast:10.1.3.255  Mask:255.255.255.0


          UP BROADCAST RUNNING MASTER MULTICAST  MTU:1500  Metric:1


          RX packets:7301558 errors:0 dropped:0 overruns:0 frame:0


          TX packets:6757870 errors:0 dropped:0 overruns:0 carrier:0


          collisions:0 txqueuelen:0


          RX bytes:4170983336 (3977.7 Mb)  TX bytes:254866572 (243.0 Mb)





eth0      Link encap:Ethernet  HWaddr 00:30:48:10:92:A6


          inet addr:130.35.149.164  Bcast:130.35.151.255  Mask:255.255.252.0


          UP BROADCAST RUNNING MULTICAST  MTU:1500  Metric:1


          RX packets:3753061 errors:0 dropped:0 overruns:0 frame:0


          TX packets:5903 errors:0 dropped:0 overruns:0 carrier:0


          collisions:0 txqueuelen:100


          RX bytes:468837375 (447.1 Mb)  TX bytes:973274 (950.4 Kb)


          Interrupt:31 Base address:0x2000





eth1      Link encap:Ethernet  HWaddr 00:03:47:77:71:C9


          inet addr:10.1.1.101  Bcast:10.1.1.255  Mask:255.255.255.0


          UP BROADCAST RUNNING MULTICAST  MTU:1500  Metric:1


          RX packets:540685 errors:0 dropped:0 overruns:0 frame:0


          TX packets:948252 errors:0 dropped:0 overruns:0 carrier:0


          collisions:0 txqueuelen:100


          RX bytes:88985942 (84.8 Mb)  TX bytes:1353573502 (1290.8 Mb)


          Interrupt:24 Memory:febe0000-0





eth2      Link encap:Ethernet  HWaddr 00:03:47:42:15:8A


          inet addr:10.1.2.101  Bcast:10.1.2.255  Mask:255.255.255.0


          UP BROADCAST RUNNING MULTICAST  MTU:1500  Metric:1


          RX packets:8209957 errors:0 dropped:0 overruns:0 frame:0


          TX packets:5593683 errors:0 dropped:0 overruns:0 carrier:0


          collisions:0 txqueuelen:100


          RX bytes:568712462 (542.3 Mb)  TX bytes:3871756299 (3692.3 Mb)


          Interrupt:22 Memory:feba0000-0





eth3      Link encap:Ethernet  HWaddr 00:03:47:98:42:28


          inet addr:10.1.3.101  Bcast:10.1.3.255  Mask:255.255.255.0


          UP BROADCAST RUNNING SLAVE MULTICAST  MTU:1500  Metric:1


          RX packets:4524462 errors:0 dropped:0 overruns:0 frame:0


          TX packets:4577553 errors:0 dropped:0 overruns:0 carrier:0


          collisions:0 txqueuelen:100


          RX bytes:800050254 (762.9 Mb)  TX bytes:3147337500 (3001.5 Mb)


          Interrupt:28 Memory:fe980000-0





eth4      Link encap:Ethernet  HWaddr 00:03:47:98:42:28


          inet addr:10.1.3.101  Bcast:10.1.3.255  Mask:255.255.255.0


          UP BROADCAST RUNNING NOARP SLAVE MULTICAST  MTU:1500  Metric:1


          RX packets:2777096 errors:0 dropped:0 overruns:0 frame:0


          TX packets:2180317 errors:0 dropped:0 overruns:0 carrier:0


          collisions:0 txqueuelen:100


          RX bytes:3370933082 (3214.7 Mb)  TX bytes:1402496368 (1337.5 Mb)


          Interrupt:20 Memory:fe940000-0





lo        Link encap:Local Loopback


          inet addr:127.0.0.1  Mask:255.0.0.0


          UP LOOPBACK RUNNING  MTU:16436  Metric:1


          RX packets:25914 errors:0 dropped:0 overruns:0 frame:0


          TX packets:25914 errors:0 dropped:0 overruns:0 carrier:0


          collisions:0 txqueuelen:0


          RX bytes:1296479 (1.2 Mb)  TX bytes:1296479 (1.2 Mb)
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