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Introduction

Oracle9i introduces several new features extending the flexibility and power of the PL/SQL language. The PL/SQL extensions provide support for the large number of new database features that are a combination of both developer and DBA extensions.

With any new release, knowing what is new and what has changed is extremely important as it provides the developer and the DBA with an awareness of the expanded functionality. The developer or DBA can then determine if the new features are useful to their responsibility. This paper concentrates on identifying several of the new PL/SQL features in Oracle9i and also includes some of the Oracle9i R2 features. The goal of this paper is to provide awareness of the changes in Oracle9i. 

The following topics are covered in this paper:

· Oracle PL/SQL Version History

· Oracle9i PL/SQL Compiler Limits and Internal Improvements

· New Data Types

· New Built-In Functions

· NULL Functions

· New SQL Commands

· CASE Expression

· MERGE Command

· Multi-Table Insert Command

· New Native PL/SQL Compilation
· Expanded Oracle Supplied Packages

· RDBMS_REDEFINITION Package

· DBMS_METADATA Package

· UTL_FILE Package Enhancements in R2

· Additional Oracle9i Features
Oracle PL/SQL Version History

Oracle introduced PL/SQL in version 6 and has continued to expand the role of PL/SQL through Oracle9i. With each release of Oracle, whether a major version release or an incremental release, the PL/SQL engine was enhanced to support the new and expanded features. The following table shows the PL/SQL version release with each new version of the Oracle database.

Oracle Database Version
PL/SQL Version

6.x
1.0

7.0
2.0

7.1
2.1

7.2
2.2

7.3
2.3

8.0
8.0

8.1.5 (Oracle8i)
8.1.5

8.1.6 (Oracle8i R2)
8.1.6

8.1.7 (Oracle8i R3)
8.1.7

9.0 (Oracle9i)
9.0

9.2 (Oracle9i R2)
9.2

To view the version of the database and version of PL/SQL engine, execute the following script.

SELECT banner

FROM   v$version;

Under Oracle8i Release 3, the following output results.

BANNER

--------------------------------------------------------------

Oracle8i Enterprise Edition Release 8.1.7.0.0 - Production

PL/SQL Release 8.1.7.0.0 - Production

Under Oracle9i R2, the following output results.

BANNER

----------------------------------------------------------------

Oracle9i Enterprise Edition Release 9.2.0.1.0 - Production

PL/SQL Release 9.2.0.1.0 – Production

Oracle9i PL/SQL Compiler Limits and Internal Improvements

Oracle9i continues to expand on the foundation of Oracle and with it, the database packaging has changed, therefore, the options available in the database are dependent on the version of your database. In Oracle9i, there are enhanced limitations for the PL/SQL language and several internal PL/SQL improvements.

Oracle Options

In many environments, there are multiple versions of Oracle running based on the application and size of the environment. To determine the options available on any Oracle system, the following script can be executed.

SELECT *

FROM   v$option;

The output would follows.

PARAMETER                 VALUE                                                 

------------------------- ---------------                                       

Partitioning              TRUE                                                  

Objects                   TRUE                                                  

Real Application Clusters FALSE                                                 

Advanced replication      TRUE                                                  

Bit-mapped indexes        TRUE                                                  

Connection pooling        TRUE                                                  

Oracle Label Security     FALSE 
Under Oracle9i R2, there are 48 options that result in the above query and only 2 are set to FALSE by default.

PL/SQL Compiler Limits

PL/SQL source code is compiled by Oracle internally prior to execution. There are compiler limits for PL/SQL that have been changed/increased for each version and below is a list of these limits for Oracle9i.

Item
Limit

Bind variables passed to a program unit 
32K 

Exception handlers in a program unit 
64K 

Fields in a record 
64K

Levels of block nesting 
255

Levels of record nesting 
32

Levels of subquery nesting 
254

Levels of label nesting 
98

Magnitude of a BINARY_INTEGER value 
2G 

Magnitude of a PLS_INTEGER value 
2G

Objects referenced by a program unit 
64K 

Parameters passed to an explicit cursor 
64K 

Parameters passed to a function or procedure 
64K

Precision of a FLOAT value (binary digits) 
126

Precision of a NUMBER value (decimal digits) 
38

Precision of a REAL value (binary digits) 
63

size of an identifier (characters) 
30 

size of a string literal (bytes) 
32K

size of a CHAR value (bytes) 
32K

size of a LONG value (bytes) 
32K-7 

size of a LONG RAW value (bytes) 
32K-7 

size of a RAW value (bytes) 
32K

size of a VARCHAR2 value (bytes) 
32K

size of an NCHAR value (bytes) 
32K

size of an NVARCHAR2 value (bytes) 
32K 

size of a BIFLE value (bytes) 
4G

size of a BLOB value (bytes) 
4G

size of a CLOB value (bytes) 
4G

size of an NCLOB value (bytes) 
4G

Oracle9i Internal PL/SQL Enhancements

Oracle9i has two main internal improvements that will be transparent to the environment, but will increase performance and enhance the parsing of PL/SQL code. 

In Oracle9i, Oracle has integrated the SQL and PL/SQL parsers for SQL code. Prior to Oracle9i, the SQL engine used one parser for SQL and the PL/SQL engine used it’s own parser. This introduced slight differences in the compilations of PL/SQL code and times when SQL code problems were not discovered by Oracle until the PL/SQL code was executed. Therefore, Oracle has now re-architected the SQL parsing so both the SQL and PL/SQL engine use the same SQL parser.

Each version Oracle has continued to internally optimize and improve the performance of PL/SQL. In Oracle9i, they have continued the tradition and have improved the performance in several areas. The SQL and PL/SQL runtime engines are now more tightly integrated to improve the execution of PL/SQL code with embedded SQL. In-line functions (calling PL/SQL from within SQL) has been dramatically improved and therefore this execution will be faster (as much as 60% faster). Lastly, cross package referencing has been optimized to handle this operation more efficiently.

New Data Types

Oracle9i introduces some new data types. The new date/time/interval data types add another level of flexibility when dealing with dates, time zones, and timing of events. The 5 new data types are outlined below.

TIMESTAMP (fractional_seconds_precision): Year, month, and day values of date, as well as hour, minute, and second values of time, where fractional_seconds_precision is the number of digits in the fractional part of the SECOND datetime field. Accepted values of fractional_seconds_precision are 0 to 9. The default is 6. 

 TIMESTAMP (fractional_seconds_precision) WITH TIME ZONE: All values of TIMESTAMP as well as time zone displacement value, where fractional_seconds_precision is the number of digits in the fractional part of the SECOND datetime field. Accepted values are 0 to 9. The default is 6.  

TIMESTAMP (fractional_seconds_precision) WITH LOCAL TIME ZONE: All values of TIMESTAMP WITH TIME ZONE, with the following exceptions - Data is normalized to the database time zone when it is stored in the database; When the data is retrieved, users see the data in the session time zone. 

INTERVAL YEAR (year_precision) TO MONTH: Stores a period of time in years and months, where year_precision is the number of digits in the YEAR datetime field. Accepted values are 0 to 9. The default is 2. 

INTERVAL DAY (day_precision) TO SECOND (fractional_seconds_precision): Stores a period of time in days, hours, minutes, and seconds, where day_precision is the maximum number of digits in the DAY datetime field. Accepted values are 0 to 9. The default is 2. fractional_seconds_precision is the number of digits in the fractional part of the SECOND field. Accepted values are 0 to 9. The default is 6. 

There is more information on these new data types in the Oracle9i SQL Reference manual.

The fractional_seconds_precision depends on your database server platform. Under Oracle Enterprise Edition Release 9.2.0.1.0 on a Compaq Tru64 UNIX the number of digits was 6 maximum and on Oracle Enterprise Edition Release 9.2.0.1.0 on Windows 2000 Professional the number of digits was 3 maximum.

A TIMESTAMP data type example is shown below.
A transaction table is created with a TIMESTAMP data type.
CREATE TABLE transactions

(trans_id    VARCHAR2(5),

 trans_date  TIMESTAMP(9));

Two records are then entered into the transaction table with the SYSDATE value.

INSERT INTO transactions VALUES ('1', SYSDATE);

INSERT INTO transactions VALUES ('2', SYSDATE);

Two records are then entered into the transaction table with the SYSTIMESTAMP value.

INSERT INTO transactions VALUES ('3', SYSTIMESTAMP);

INSERT INTO transactions VALUES ('4', SYSTIMESTAMP);

The four records are then selected and shown below.

SELECT * 

FROM   transactions;

TRANS_ID TRANS_DATE                                                                          

-------- ----------------------------------------------     

1        11-OCT-02 08.05.09.000000000 AM                                                 

2        11-OCT-02 08.05.12.000000000 AM                                                                                                                        

3        11-OCT-02 08.05.26.534392000 AM                                                 

4        11-OCT-02 08.05.29.921128000 AM                                                 

Attempting to change the precision to a lower value is only allowed if the column is empty as shown below.

ALTER TABLE transactions MODIFY trans_date TIMESTAMP(6);

ERROR at line 1:

ORA-30082: datetime/interval column to be modified must be empty to decrease 

fractional second or leading field precision

New Built-in Functions

In Oracle9i, there are several new built-in functions. These functions are listed below and are described in the Oracle9i SQL Reference.
asciistr

bin_to_num


coalesce

compose

current_date
current_timestamp

dbtimezone

decompose

existsnode

extract (datetime)
extract (xml)
first

from_tz

group_id


grouping_id

last
localtimestamp
nullif


percentile_cont
percentile_disc
rawtonhex

rowidtonchar

sessiontimezone
sys_connect_by_path

sys_dburigen
sys_extract_utc

sys_xmlagg

sys_xmlgen 

systimestamp
to_char (character)
to_clob

to_dsinterval 

to_nchar (character) to_nchar (datetime)
to_nchar (number) to_nclob 

to_timestamp
to_timestamp_tzto

to_yminterval
treat
tz_offset

unistr


width_bucket 

NULL Functions

Two of functions that are introduced operate on NULL values, thus adding more functionality on NULL values beyond the NVL function. The NULLIF and COALESCE functions are the two new functions in Oracle9i. These two functions are available in SQL and PL/SQL and are outlined below.

NULLIF: Returns NULL if values match, otherwise returns first value.
COALESCE: Returns first non-NULL value in the list.

The following code segment illustrates the functionality of these two functions in SQL and PL/SQL.

SELECT NULLIF('XXX','XXX') col1,

       NULLIF('XXX','AAA') col2,

       COALESCE(NULL, NULL, 123, 456) col3,

       COALESCE(NULL, NULL, NULL, 789) col4

FROM   DUAL;

COL1 COL2       COL3       COL4

---- ---- ---------- ----------

     XXX         123        789

SET SERVEROUTPUT ON SIZE 1000000

DECLARE

   x1 PLS_INTEGER := 1234;

   x2 PLS_INTEGER := 1234;

   x3 PLS_INTEGER := 5678;

   x4 PLS_INTEGER;

   x5 PLS_INTEGER;

   x6 PLS_INTEGER;

   x7 PLS_INTEGER;

   x8 PLS_INTEGER;

BEGIN

   x5 := NULLIF(x1, x2);

   X6 := NULLIF(x4, x1);

   X7 := COALESCE(x3, x4, 4321);

   X8 := COALESCE(x4, x5, x1);

   DBMS_OUTPUT.PUT_LINE('x5: ' || x5);

   DBMS_OUTPUT.PUT_LINE('x6: ' || x6);

   DBMS_OUTPUT.PUT_LINE('x7: ' || x7);

   DBMS_OUTPUT.PUT_LINE('x8: ' || x8);

END;

/

The output to the preceding code segment follows.

x5:

x6:

x7: 5678

x8: 1234

PL/SQL procedure successfully completed.
New SQL Commands

In Oracle9i, there are five new SQL commands. These commands are listed below and are described in the Oracle9i SQL Reference.

CASE



CREATE PFILE



CREATE SPFILE



MERGE


MULTI-TABLE INSERT
CASE Expression

In Oracle9i, a CASE statement is introduced. The CASE statement is similar to 3GL languages. It is the same functionality as the IF/ELSIF statement in PL/SQL. The CASE statement is also available in SQL. The comparison performed is a Boolean operation and therefore results in a TRUE or FALSE evaluation. There are two methods of the CASE statement, namely, the selector method and the search method. 

In the following two PL/SQL examples, the CASE statement is used as a function and sets a variable. If there is no match in the options, then the function returns a NULL.

The selector method uses a variable in the CASE statement as shown below.
DECLARE

   customer_rating VARCHAR2(10);

   customer_credit VARCHAR2(1);

BEGIN

   customer_credit := 'B';

   customer_rating :=

      CASE customer_credit

         WHEN 'A' THEN 'Rank 1'

         WHEN 'B' THEN 'Rank 2'

         WHEN 'C' THEN 'Rank 3'

         ELSE 'Rank 5'

      END;

   DBMS_OUTPUT.PUT_LINE('Customer Ranking: ' ||

      customer_rating);

END;

/

Customer Ranking: Rank 2

PL/SQL procedure successfully completed.

The search method does not use a variable in the CASE statement and contains the conditional criteria in each condition as shown below.

DECLARE

   customer_rating VARCHAR2(10);

   customer_credit VARCHAR2(1);

BEGIN

   customer_credit := 'B';

   customer_rating :=

   CASE 

      WHEN customer_credit = 'A' THEN 'Rank 1'

      WHEN customer_credit = 'B' THEN 'Rank 2'

      WHEN customer_credit = 'C' THEN 'Rank 3'

      ELSE 'Rank 5'

   END;

   DBMS_OUTPUT.PUT_LINE('Customer Ranking: ' || 

      customer_rating);

END;

/
Customer Ranking: Rank 2

PL/SQL procedure successfully completed.

In the following two PL/SQL examples, the CASE statement is not used as a function and each condition contains a PL/SQL condition that sets a variable based on the condition match. If there is no match in the options, then a CASE_NOT_FOUND exception is raised.

The selector method uses a variable in the CASE statement as shown below.
DECLARE

   customer_rating VARCHAR2(10);

   customer_credit VARCHAR2(1);

BEGIN

   customer_credit := 'B';

   CASE  customer_credit

      WHEN  'A' THEN customer_rating := 'Rank 1';

      WHEN  'B' THEN customer_rating := 'Rank 2';

      WHEN  'C' THEN customer_rating := 'Rank 3';

      ELSE customer_rating := 'Rank 5';

   END CASE;

   DBMS_OUTPUT.PUT_LINE('Customer Ranking: ' || 

      customer_rating);

END;

/

Customer Ranking: Rank 2

PL/SQL procedure successfully completed.

The search method does not use a variable in the CASE statement and contains the conditional criteria in each condition as shown below.

DECLARE

   customer_rating VARCHAR2(10);

   customer_credit VARCHAR2(1);

BEGIN

   customer_credit := 'B';

   CASE 

      WHEN customer_credit='A' THEN customer_rating:='Rank 1';

      WHEN customer_credit='B' THEN customer_rating:='Rank 2';

      WHEN customer_credit='C' THEN customer_rating:='Rank 3';

      ELSE customer_rating:='Rank 5';

   END CASE;

   DBMS_OUTPUT.PUT_LINE('Customer Ranking: ' || 

      customer_rating);

END;

/

Customer Ranking: Rank 2

PL/SQL procedure successfully completed.

It is natural to order the CASE statement conditions based on alphabetical order or some order that looks logical. However, I recommend ordering the CASE statement conditions in the order of highest hit ratio. Therefore, the condition that will evaluate to TRUE the most would be first, the second next, and so forth.

MERGE Command

The MERGE statement allows the ability to insert or update into a table in one SQL statement. Prior to Oracle9i, if a program needed to update an existing record if it existed and insert the record if the record did not exist, there needed to be logic to perform the check if the record existed and then an INSERT or UPDATE performed. The MERGE statement allows for this logic to be performed in one SQL statement.

An example scenario is described below to illustrate this new statement.

There exists an internal ADP payroll processing system where the ADP system is the single point of entry of new employees and the master employee table where all updates/modifications are performed on employees. There exists a separate system where time and expenses are captured for employees. An employee table exists on the time and expense system that is never entered into or updated, and therefore, the information from the ADP employee table is pushed to the time and expense entry system. 

Prior to Oracle9i, the following logic was followed.

· Execute a Scheduled Routine to Update Time and Expense (T&E) System Employee Table

· ADP Employee Information Updates T&E Employee Information

· Select Each ADP Employee

· If Exists in T&E, then Update

· If  Not Exists in T&E, then Insert

SELECT employee_id, title, salary 

FROM   adp_employees;

EMPLOYEE_ID TITLE                         SALARY

----------- ------------------------- ----------

          1 PRESIDENT and COO               5000

          2 VP, OPERATIONS                  1450

          3 VP, SALES                       1400

          4 VP, FINANCE                     1450

          5 VP, ADMINISTRATION              1550

SELECT employee_id, title, salary 

FROM   employees;

EMPLOYEE_ID TITLE                         SALARY

----------- ------------------------- ----------

          1 PRESIDENT                       2500

          2 VP, OPERATIONS                  1450

          3 VP, SALES                       1400

SET SERVEROUTPUT 1000000

DECLARE

   lv_adp_employee adp_employees.employee_id%TYPE;

   CURSOR cur_adp_employee IS

      SELECT employee_id, title, salary

      FROM   adp_employees;

   CURSOR cur_employee IS

      SELECT employee_id, title, salary

      FROM   employees

      where  employee_id = lv_adp_employee;

   lv_cur_employee cur_employee%ROWTYPE;

   lv_emp_insert PLS_INTEGER := 0;

   lv_emp_update PLS_INTEGER := 0;

BEGIN

   FOR lv_cur_adp_employee_rec IN cur_adp_employee LOOP

      lv_adp_employee := lv_cur_adp_employee_rec.employee_id;

      OPEN cur_employee;

      FETCH cur_employee INTO lv_cur_employee;

      IF cur_employee%FOUND THEN

         UPDATE employees

         SET    title  = lv_cur_adp_employee_rec.title,

                salary = lv_cur_adp_employee_rec.salary

         WHERE  employee_id = lv_cur_adp_employee_rec.employee_id;

         lv_emp_update := lv_emp_update + 1;

      ELSE

         INSERT INTO employees

         (employee_id, title, salary)

         VALUES

         (lv_cur_adp_employee_rec.employee_id,

          lv_cur_adp_employee_rec.title,

          lv_cur_adp_employee_rec.salary);

         lv_emp_insert := lv_emp_insert + 1;

      END IF;

      CLOSE cur_employee;

   END LOOP;

   DBMS_OUTPUT.PUT_LINE('Records Inserted: ' || lv_emp_insert);

   DBMS_OUTPUT.PUT_LINE('Records Updated:  ' || lv_emp_update);

END;

/

Records Inserted: 2

Records Updated:  3

PL/SQL procedure successfully completed.

The MERGE statement accomplishes the inserts/updates to the time and expense system now. The Oracle9i MERGE statement that performs this operation is shown below.

MERGE INTO employees dest

USING

(SELECT employee_id, title, salary

FROM    adp_employees) orig

ON     (dest.employee_id = orig.employee_id)

WHEN MATCHED THEN 

   UPDATE SET 

      dest.title  = orig.title,

      dest.salary = orig.salary

WHEN NOT MATCHED THEN

   INSERT (dest.employee_id, dest.title, dest.salary)

   VALUES

   (orig.employee_id, orig.title, orig.salary);

5 rows merged.

SELECT employee_id, title, salary 

FROM   employees;

EMPLOYEE_ID TITLE                         SALARY

----------- ------------------------- ----------

          1 PRESIDENT and COO               5000

          2 VP, OPERATIONS                  1450

          3 VP, SALES                       1400

          4 VP, FINANCE                     1450

          5 VP, ADMINISTRATION              1550

MULTI-TABLE INSERT Command

Prior to Oracle9i, an INSERT command could only insert into one table per INSERT statement. In Oracle9i, multi-table INSERTs are introduced, thus allowing one INSERT statement to insert data into multiple tables. Therefore, on one pass through the data, data can be inserted into multiple tables. Prior to this ability, multiple passes through the data were required or procedural logic with multiple INSERT statements were required. 

The INSERTs can be performed unconditionally or conditionally with a WHEN clause. The INSERT command has two options, namely a FIRST and ALL option. These options instruct the process to check only the first matched WHEN clause or to check all the WHEN clauses. There is also a catchall ELSE clause that is performed if none of the WHEN clauses evaluate to TRUE.

This new command feature provides flexibility and this can be illustrated by two examples below.

Example 1: There is a master expense table (expense_detail) that contains all expense-related records. Any expense record less than $300 should be inserted into the expense_process table for processing and any record greater than or equal to $300 should be inserted into the expense_review table for further review prior to processing. The example code is shown below.

The two expense tables are created from the master expense table.

CREATE TABLE expense_detail_review

AS SELECT * FROM expense_detail WHERE 1=2;

CREATE TABLE expense_detail_process

AS SELECT * FROM expense_detail WHERE 1=2;

The number of expense records is retrieved from the expense_detail table.

SELECT count(*) 

FROM   expense_detail;

  COUNT(*)                                                                                                                          

----------                                                                                                                          

    158530 

The INSERT to accomplish the above logic is shown below.

INSERT FIRST

   WHEN exdt_amt < 300 THEN

   INTO expense_detail_process

   ELSE

   INTO expense_detail_review

   SELECT * FROM expense_detail;

158530 rows created.

As seen, the number of total records inserted is returned.

Lastly, the number of records in each of the 3 tables is displayed to show the record count of each table, including the original expense_detail table.

SELECT COUNT(*) FROM expense_detail;

  COUNT(*)                                                                                                                          

----------                                                                                                                          

    158530                                                                                                                          

SELECT COUNT(*) FROM expense_detail_process;

  COUNT(*)                                                                                                                          

----------                                                                                                                          

    156919 

SELECT COUNT(*) FROM expense_detail_review;

  COUNT(*)                                                                                                                          

----------                                                                                                                          

      1611

Example 2: There is a master expense table (expense_detail) that contains all expense related records. Any expense record greater than or equal to $300 should be inserted into the expense_review table for further review and all expense records should be inserted into the expense_process table for processing. The example code is shown below.

We assume the three tables are setup as in the first step of Example 1 above with the number of expense_detail table records being the same.

The INSERT to accomplish the above logic is shown below.

INSERT FIRST

   WHEN exdt_amt < 300 THEN

   INTO expense_detail_process

   ELSE

   INTO expense_detail_process

   INTO expense_detail_review

   SELECT * FROM expense_detail;

160141 rows created.

 As seen, the number of total records inserted is returned.

Lastly, the number of records in each of the 3 tables is displayed to show the record count of each table, including the original expense_detail table.

SELECT COUNT(*) FROM expense_detail;

  COUNT(*)                                                                                                                          

----------                                                                                                                          

    158530                                                                                                                          

SELECT COUNT(*) FROM expense_detail_process;

  COUNT(*)                                                                                                                          

----------                                                                                                                          

    158530 

SELECT COUNT(*) FROM expense_detail_review;

  COUNT(*)                                                                                                                          

----------                                                                                                                          

      1611

New Native PL/SQL Compilation

Oracle9i introduces PL/SQL source code to be compiled natively versus being interpreted. This allows PL/SQL code to be linked into the Oracle executable and therefore executed faster. This becomes more valuable when there is compute intensive calculations performed in the PL/SQL code, such as complex mathematical calculations and when there is limited database interaction. 

By default, PL/SQL code will execute the same as prior to Oracle9i and therefore, will be interpreted. With the new option to turn on native compilation, the two methods of compilation are displayed below.

Method 1: Interpreted Compilation of PL/SQL (Prior to Oracle9i and Default in Oracle9i)

· PL/SQL Code Stored in the Database

· Upon Creation, Compiled into Byte Code (p-code)

· Upon Execution, Loaded into Memory and Interpreted

Method 2: Native Compilation of PL/SQL (Option in Oracle9i)

· PL/SQL Code Stored in the Database

· Upon Creation, PL/SQL Code Converted into C Code Upon Compilation

· Becomes a Shared Library and Linked into Oracle Executable

· Upon Execution, Loaded into Memory and Executed

In order to use the native compilation option, there are some one time setup steps that must be performed by a DBA. The following steps must be followed.

· Update $ORACLE_HOME/plsql/spnc_makefile.mk

· Set the Following Init.ora Values:

· PLSQL_NATIVE_LIBRARY_DIR

· PLSQL_NATIVE_LIBRARY_SUBDIR_COUNT 

· PLSQL_NATIVE_MAKE_UTILITY 

· PLSQL_NATIVE_MAKE_FILE_NAME

· Set the PLSQL_COMPILER_FLAGS Init.ora Value

· INTERPRETED (default)

· NATIVE (C compilation)

Once the native compilation option is setup, PL/SQL code that is created in the database, namely, procedures, functions, packages, and database triggers, can be compiled natively. The PL/SQL_COMPILER_FLAGS parameter can be set in the init.ora so all compilation is native by default or the ALTER SESSION command can be executed to modify compilation for a session.

Once a stored PL/SQL object is created in the database, any re-compilation will use the compilation method that the stored PL/SQL object was created under. This method is stored with the object in the USER_STORED_SETTINGS data dictionary view. This is shown below.

View: USER_STORED_SETTINGS

DESCRIBE user_stored_settings

 Name                    Null?    Type

 ----------------------- -------- ----------------------------

 OBJECT_NAME             NOT NULL VARCHAR2(30)

 OBJECT_ID               NOT NULL NUMBER

 OBJECT_TYPE                      VARCHAR2(12)

 PARAM_NAME              NOT NULL VARCHAR2(30)

 PARAM_VALUE             VARCHAR2(4000)

Query from USER_STORED_SETTINGS:

SELECT * 

FROM   user_stored_settings;

no rows selected
As shown in the result above, there are no stored PL/SQL objects.

Create a procedure and execute:

CREATE PROCEDURE xyz AS

BEGIN

   DBMS_OUTPUT.PUT_LINE('Hello');

END;

/

Procedure created.

SET SERVEROUTPUT ON

EXECUTE xyz

Hello                                                                           

PL/SQL procedure successfully completed.

Re-Query from USER_STORED_SETTINGS:

SELECT * 

FROM   user_stored_settings;

OBJECT OBJ_ID OBJ_TYPE  PARAM_NAME           PARAM_VALUE

------ ------ --------- -------------------- ------------                        

XYZ     32506 PROCEDURE plsql_compiler_flags INTERPRETED,                                       

                                             NON_DEBUG                                       

XYZ     32506 PROCEDURE nls_length_semantics BYTE 

As shown in the result above, the XYZ procedure created used the default method of compilation (interpreted). 

Modify the PLSQL_COMPILER_FLAGS to Native:

ALTER SESSION SET plsql_compiler_flags = native;

Session altered.

Create a procedure and execute:

CREATE PROCEDURE abc AS

BEGIN

   DBMS_OUTPUT.PUT_LINE('Good Bye');

END;

/

SET SERVEROUTPUT ON

EXECUTE abc

Good Bye                                                                           

PL/SQL procedure successfully completed.

Re-Query from USER_STORED_SETTINGS:

SELECT * 

FROM   user_stored_settings

WHERE  object_name = 'ABC';

OBJECT OBJ_ID OBJ_TYPE  PARAM_NAME           PARAM_VALUE

------ ------ --------- -------------------- -------------                        

ABC     32508 PROCEDURE plsql_compiler_flags NATIVE,NON_DE                                       

                                             BUG 

ABC     32508 PROCEDURE nls_length_semantics BYTE                                             

As shown in the result above, the ABC procedure created used the new method of compilation (native). 

Expanded Oracle Supplied Packages

A number of Oracle supplied packages have been added in Oracle9i. To identify the packages installed by default, review the catproc.sql file. The catproc.sql file contains a description for each group of scripts executed during installation to identify the package contents significance. Oracle introduced a new reference manual in Oracle 8.1, Oracle8i Supplied Package Reference, covering 70 of the Oracle supplied packages and then enhanced this manual when they introduced Oracle9i. As of Oracle9i R2, theOracle9i Supplied PL/SQL Packages and Types Reference covers over 100 Oracle supplied packages. The new Oracle Supplied Packages in Oracle9i are listed below.

New in Oracle9i:

DBMS_AQELM 


DBMS_ENCODE 



DBMS_FGA 

DBMS_FLASHBACK 

DBMS_LDAP 




DBMS_LIBCACHE 

DBMS_LOGMNR_CDC_PUBLISH DBMS_LOGMNR_CDC_SUBSCRIBE 

DBMS_METADATA 

DBMS_ODCI 


DBMS_OUTLN_EDIT 



DBMS_REDEFINITION 

DBMS_TRANSFORM 

DBMS_WM




DBMS_XMLGEN

DBMS_XMLQUERY 

DMBS_XMLSAVE 



UTL_ENCODE 



UTL_URL
New in Oracle9i R2:

DBMS_APPLY_ADM 

DBMS_CAPTURE_ADM 



DBMS_LOGSTDBY 

DBMS_MGWADM 

DBMS_MGWMSG 



DBMS_PROPAGATION_ADM 

DBMS_RULE 


DBMS_RULE_ADM 



DBMS_STORAGE_MAP 

DBMS_STREAMS 

DBMS_STREAMS_ADM 



DBMS_XDB 

DBMS_XDBT 


DBMS_XDB_VERSION 



DBMS_XMLDOM 

DBMS_XMLPARSER 

DBMS_XPLAN 




DBMS_XSLPROCESSOR  
 

To view the Oracle supplied packages installed in your database, execute the following script.

SELECT object_name

FROM   all_objects
WHERE  owner       = 'SYS'
AND    object_type ='PACKAGE'
ORDER BY object_name;

OBJECT_NAME                    
---------------------------
DBMS_APPLICATION_INFO
DBMS_OUTPUT
DBMS_PIPE
DBMS_SESSION

DBMS_SHARED_POOL

The preceding output only displays a subset of the full output. If a desired package does not appear in this list, contact your DBA and ask for access to the package or ask for the package to be created in the database.

DBMS_REDEFINITION Package

Oracle9i introduces the capability to perform a table redefinition online while the table is being accessed. Prior to Oracle9i, this type of operation was not possible or would introduce downtime on the system. This new capability allows for the table structure to be modified, the storage component to be modified, etc. with unnoticed effect on the system. This new feature is implemented with the introduction of a new PL/SQL package, namely, the DBMS_REDEFINITION package. The package is created by the catproc.sql script at database creation and the package specification is located in the file dbmshord.sql in the $ORACLE_HOME/rdbms/admin directory.

The components of this package are identified below with the DESCRIBE command in SQL*Plus.

DESCRIBE dbms_redefinition

PROCEDURE ABORT_REDEF_TABLE

 Argument Name                  Type                    In/Out Default?

 ------------------------------ ----------------------- ------ --------

 UNAME                          VARCHAR2                IN

 ORIG_TABLE                     VARCHAR2                IN

 INT_TABLE                      VARCHAR2                IN

PROCEDURE CAN_REDEF_TABLE

 Argument Name                  Type                    In/Out Default?

 ------------------------------ ----------------------- ------ --------

 UNAME                          VARCHAR2                IN

 TNAME                          VARCHAR2                IN

PROCEDURE FINISH_REDEF_TABLE

 Argument Name                  Type                    In/Out Default?

 ------------------------------ ----------------------- ------ --------

 UNAME                          VARCHAR2                IN

 ORIG_TABLE                     VARCHAR2                IN

 INT_TABLE                      VARCHAR2                IN

PROCEDURE START_REDEF_TABLE

 Argument Name                  Type                    In/Out Default?

 ------------------------------ ----------------------- ------ --------

 UNAME                          VARCHAR2                IN

 ORIG_TABLE                     VARCHAR2                IN

 INT_TABLE                      VARCHAR2                IN

 COL_MAPPING                    VARCHAR2                IN     DEFAULT

PROCEDURE SYNC_INTERIM_TABLE

 Argument Name                  Type                    In/Out Default?

 ------------------------------ ----------------------- ------ --------

 UNAME                          VARCHAR2                IN

 ORIG_TABLE                     VARCHAR2                IN

 INT_TABLE                      VARCHAR2                IN

Prior to executing this package, the EXECUTE privilege must be granted on the DBMS_REDEFINITION package or the EXECUTE_CATALOG_ROLE must be granted to the schema.

The following code segments illustrate the capability of the DBMS_REDEFINITION package. 

An employee table is created called s_employee as shown below:

CREATE TABLE s_employee

(employee_id         NUMBER(7)     CONSTRAINT s_employee_id_nn NOT NULL,

 employee_last_name  VARCHAR2(25)  CONSTRAINT s_employee_last_name_nn NOT NULL,

 employee_first_name VARCHAR2(25),

 userid              VARCHAR2(8),

 start_date          DATE,

 comments            VARCHAR2(255),

 manager_id          NUMBER(7),

 title               VARCHAR2(25),

 department_id       NUMBER(7),

 salary              NUMBER(11, 2),

 commission_pct      NUMBER(4, 2),

 CONSTRAINT s_employee_id_pk PRIMARY KEY (employee_id),

 CONSTRAINT s_employee_userid_uk UNIQUE (userid),

 CONSTRAINT s_employee_commission_pct_ck 

    CHECK (commission_pct IN (10, 12.5, 15, 17.5, 20)));

There are 25 records inserted into the s_employee table. Let’s assume we now want to modify the s_employee table and perform the following: remove the comments column, add a full name column, change the department_id column name to dept_id, and increase the salary of all employees by 50%.

First, we first must ensure the table can be redefined. This is validated by executing the CAN_REDEF_TABLE procedure. If the procedure execution succeeds without error, then the table can be redefined with the DBMS_REDEFINITION package. This is illustrated below.

EXECUTE dbms_redefinition.can_redef_table('plsql_user','s_employee')

PL/SQL procedure successfully completed.

As evidenced, the s_employee table can be redefined with this package. 

If a table cannot be redefined, an error would result. This is illustrated in the following example by creating a table called TEMP and executing the CAN_REDEF_TABLE procedure.

CREATE TABLE temp

(temp   VARCHAR2(10));

EXECUTE dbms_redefinition.can_redef_table('plsql_user','temp')

begin dbms_redefinition.can_redef_table('plsql_user','temp'); end;

*

ERROR at line 1:

ORA-12089: cannot online redefine table "PLSQL_USER"."TEMP" with no primary key

ORA-06512: at "SYS.DBMS_REDEFINITION", line 8

ORA-06512: at "SYS.DBMS_REDEFINITION", line 236

ORA-06512: at line 1

As illustrated, the TEMP table cannot be redefined with this package, since there is no primary key in this table. There are a set of rules that are checked to ensure the redefinition can be performed by this package. More information on the detailed criteria is outlined in the Oracle9i Database Administrators Guide (Chapter 15) and Oracle9i Supplied PL/SQL Packages and Type References (Chapter 45).
To perform the redefinition on the s_employee table, the following temporary table is created with the desired structure.

CREATE TABLE temp_s_employee

(employee_id         NUMBER(7)     CONSTRAINT s_employee_id_nn2 NOT NULL,

 employee_last_name  VARCHAR2(25)  CONSTRAINT s_employee_last_name_nn2 NOT NULL,

 employee_first_name VARCHAR2(25),

 employee_full_name  VARCHAR2(51),

 userid              VARCHAR2(8),

 start_date          DATE,

 manager_id          NUMBER(7),

 title               VARCHAR2(25),

 dept_id             NUMBER(7),

 salary              NUMBER(11, 2),

 commission_pct      NUMBER(4, 2),

 CONSTRAINT s_employee_id_pk2 PRIMARY KEY (employee_id),

 CONSTRAINT s_employee_userid_uk2 UNIQUE (userid),

 CONSTRAINT s_employee_commission_pct_ck2 

    CHECK (commission_pct IN (10, 12.5, 15, 17.5, 20)));

Once the temporary table is created, we start the redefinition process by executing the START_REDEF_TABLE procedure. This procedure involves mapping the columns between the existing table and the temporary table as shown below.

BEGIN

   dbms_redefinition.start_redef_table('plsql_user','s_employee','temp_s_employee',

   'employee_id employee_id,

   employee_last_name employee_last_name,

   employee_first_name employee_first_name,

   employee_first_name || '' '' || employee_last_name employee_full_name,

   userid userid,

   start_date start_date,

   manager_id manager_id,

   title title,

   department_id dept_id,

   salary * 1.5 salary,

   commission_pct commission_pct');

END;

/

As in the 6th line of the code segment above, if a single quote is needed, two single quotes are necessary. In the column mapping, standard capabilities available in a SELECT list are valid. Once the START_REDEF_TABLE is performed, the 25 records from the s_employee table are now inserted into the temp_s_employee table. The last step is to complete the redefinition, however, based on the existing table access and manipulation, there is a synchronization procedure called SYNC_INTERIM_TABLE that will add any new records to the temporary table and any other modifications made. This execution is not mandatory, but allows the final redefinition step to execute faster. The SYNC_INTERIM_TABLE process is shown below.

BEGIN

  dbms_redefinition.sync_interim_table('plsql_user','s_employee','temp_s_employee');

END;

/

To complete the redefinition, the FINISH_REDEF_TABLE procedure needs to be executed. This completes the synchronization and redefinition process and applies the temporary architecture and contents to the existing table. This procedure is shown below.

BEGIN

  dbms_redefinition.finish_redef_table('plsql_user','s_employee','temp_s_employee');

END;

 /

The s_employee table is described below to show the redefinition process was successful. As seen, the COMMENTS column is no longer part of the table, the new column EMPLOYEE_FULL_NAME has been added, and the column DEPARTMENT_ID is now DEPT_ID.

DESCRIBE s_employee

 Name                            Null?    Type

 ------------------------------- -------- ----

 EMPLOYEE_ID                     NOT NULL NUMBER(7)

 EMPLOYEE_LAST_NAME              NOT NULL VARCHAR2(25)

 EMPLOYEE_FIRST_NAME                      VARCHAR2(25)

 EMPLOYEE_FULL_NAME                       VARCHAR2(51)

 USERID                                   VARCHAR2(8)

 START_DATE                               DATE

 MANAGER_ID                               NUMBER(7)

 TITLE                                    VARCHAR2(25)

 DEPT_ID                                  NUMBER(7)

 SALARY                                   NUMBER(11,2)

 COMMISSION_PCT                           NUMBER(4,2)

Likewise, the s_employee table data is modified as shown below.

SELECT * 

FROM   s_employee 

WHERE  employee_id = 1;

EMPLOYEE_ID EMPLOYEE_LAST_NAME EMPLOYEE_FIRST_NAME EMPLOYEE_FULL_NAME USERID 

----------- ------------------ ------------------- ------------------ --------

1           VELASQUEZ          CARMEN              CARMEN VELASQUEZ   cvelasqu

START_DATE MANAGER_ID TITLE     DEPT_ID SALARY COMMISSION_PCT

---------- ---------- --------- ------- ------ --------------

03-MAR-90             PRESIDENT 50        3750

Only 1 record was displayed due to space limitations. The last step to perform once the redefinition is complete is the DROPping of the temporary table temp_s_employee.

DBMS_METADATA Package

In Oracle9i, there is a new package called DBMS_METADATA that provides an API to the object creation layer. This package provides a variety of procedures and functions (19 total) to allow manipulation of this information. We will concentrate on the GET_DDL function that allows the object creation statements to be retrieved. The following is the DESCRIBE of this function.

DESCRIBE dbms_metadata (output only shows the get_ddl function)

FUNCTION GET_DDL RETURNS CLOB

 Argument Name                  Type                    In/Out Default?

 ------------------------------ ----------------------- ------ --------

 OBJECT_TYPE                    VARCHAR2                IN

 NAME                           VARCHAR2                IN

 SCHEMA                         VARCHAR2                IN     DEFAULT

 VERSION                        VARCHAR2                IN     DEFAULT

 MODEL                          VARCHAR2                IN     DEFAULT

 TRANSFORM                      VARCHAR2                IN     DEFAULT

To display the power of this function, the following examples show the retrieval of a table creation and a procedure creation. The output is displayed to the screen, but could be directed to a flat file via the UTL_FILE package or inserted into a table for retrieval later at a later point in time.

A temporary table is created with the following script.

CREATE TABLE temp

(temp   VARCHAR2(10) NOT NULL);

The creation statement of the temp table is retrieved via the DBMS_METADATA.GET_DDL function in the following code segment.

SET LONG 350

SELECT dbms_metadata.get_ddl('TABLE', table_name)

FROM   user_tables

WHERE  table_name = 'TEMP';

DBMS_METADATA.GET_DDL('TABLE',TABLE_NAME)

--------------------------------------------------------------------------------

  CREATE TABLE "PLSQL_USER"."TEMP"

   (    "TEMP" VARCHAR2(10) NOT NULL ENABLE

   ) PCTFREE 10 PCTUSED 40 INITRANS 1 MAXTRANS 255 NOCOMPRESS LOGGING

  STORAGE(INITIAL 65536 NEXT 1048576 MINEXTENTS 1 MAXEXTENTS 2147483645

  PCTINCREASE 0 FREELISTS 1 FREELIST GROUPS 1 BUFFER_POOL DEFAULT)

  TABLESPACE "SYSTEM"

A test procedure named abc is created with the following script.

CREATE OR REPLACE PROCEDURE abc AS

BEGIN

   NULL;

END abc;

The creation statement of the abc procedure is retrieved via the DBMS_METADATA.GET_DDL function in the following code segment.

SET LONG 350

SELECT dbms_metadata.get_ddl('PROCEDURE', object_name)

FROM   user_objects

WHERE  object_name = 'ABC';

DBMS_METADATA.GET_DDL('PROCEDURE',OBJECT_NAME)

--------------------------------------------------------------------------------

  CREATE OR REPLACE PROCEDURE "PLSQL_USER"."ABC" AS

BEGIN

   NULL;

END abc;

A couple of basic examples of the use of the DBMS_METADATA package were shown above. This package is extremely powerful.

UTL_FILE Package Enhancements in R2

The UTL_FILE package has been around for many versions to allow reading and writing to operating system files. In Oracle9i R2, Oracle added a number of new features to allow much more flexibility in the UTL_FILE when it comes to working with operating system files.

There is now flexibility of specifying directory names without embedding them in the filename parameter. This can be accomplished with the following commands.

CREATE OR REPLACE DIRECTORY 'TEMP_DIR' AS '/usr/users/oracle';

GRANT READ, WRITE ON DIRECTORY TEMP_DIR TO plsql_user;

In addition, the following 4 procedures have been added to the UTL_FILE package to allow for deleting files (FREMOVE), renaming files (FRENAME), copying files (FCOPY), and retrieving attribute information (FGETATTR) about operating system files. These 4 procedures are described below.

PROCEDURE FREMOVE

 Argument Name                  Type                    In/Out Default?

 ------------------------------ ----------------------- ------ --------

 LOCATION                       VARCHAR2                IN    

 FILENAME                       VARCHAR2                IN    

PROCEDURE FRENAME

 Argument Name                  Type                    In/Out Default?

 ------------------------------ ----------------------- ------ --------

 SRC_LOCATION                   VARCHAR2                IN    

 SRC_FILENAME                   VARCHAR2                IN    

 DEST_LOCATION                  VARCHAR2                IN    

 DEST_FILENAME                  VARCHAR2                IN    

 OVERWRITE                      BOOLEAN                 IN     DEFAULT

PROCEDURE FCOPY

 Argument Name                  Type                    In/Out Default?

 ------------------------------ ----------------------- ------ --------

 SRC_LOCATION                   VARCHAR2                IN    

 SRC_FILENAME                   VARCHAR2                IN    

 DEST_LOCATION                  VARCHAR2                IN    

 DEST_FILENAME                  VARCHAR2                IN    

 START_LINE                     BINARY_INTEGER          IN     DEFAULT

 END_LINE                       BINARY_INTEGER          IN     DEFAULT

PROCEDURE FGETATTR

 Argument Name                  Type                    In/Out Default?

 ------------------------------ ----------------------- ------ --------

 LOCATION                       VARCHAR2                IN    

 FILENAME                       VARCHAR2                IN    

 FEXISTS                        BOOLEAN                 OUT   

 FILE_LENGTH                    NUMBER                  OUT   

 BLOCK_SIZE                     BINARY_INTEGER          OUT

There are many other minor enhancements and additions to the UTL_FILE package. The location is an option as indicated earlier to specify a directory, however, this is an optional parameter and the existing methods of working with operating system files can remain in place until time permits or the need arises to take advantage of these new features.

Additional Oracle9i Features

Oracle9i has many new and enhanced features beyond PL/SQL. Several of these are highlighted in the Oracle9i Database New Features manual provided in the Oracle documentation set. In addition, in each of the reference manuals for the specific products and product sets, there is a section on the new features. Below is a subset of some of the Oracle9i features beyond this paper. 

· Resumable Space Allocation (suspend long running processes)

· Segment Space Management (auto versus manual)

· Multiple Block Sizes (tablespace dependent and separate cache for each)

· Dynamic SGA Sizing (ability to modify the SGA with init.ora parameters)

· Managing UNDO Space (rollback segment management by Oracle)

· Drop the OS Data Files Automatically (when dropping a tablespace)

· EXTERNAL TABLES (reference flat file data within Oracle)

· SERVER PARAMETER FILES (modify system parameters via ALTER SYSTEM and kept on shutdown/startup)

· MONITORING INDEX USAGE (determine index usage)

· iSQL*Plus (browser based SQL*Plus interface)
· New Hints

· Java Enhancements

· Oracle Enterprise Manager (OEM) Enhancements

· Plan Stability

· Automate Statistic Gathering (DBMS_STATS.GATHER*)

· Automate SQL Execution Memory Management

· Standby Databases Improvement

· Version 1.2 of IFS with Oracle9I

· V$SQL_PLAN Enhanced (actual plan versus theoretical plan executed)

· New Join Syntax

· True Real Application Clusters (RACs - replaces Oracle Parallel Server for real scalability by adding nodes and making it transparent to the environment (add nodes and disk when desired to improve performance/failover))

· Security Improvements

· LogMiner Improvements (graphical user interface and more automated)

· Skip Scan Index (ability to skip the first portion of an index if not referenced)

· Flashback Queries

· Better Integration and More Flexibility on LOBs

· Increased Support for XML

· Enhanced Bulk Operation Support

· List Partitioning

· Modifications in Storing Execution Plans 

· cursor_sharing Enhancements (similar)

Summary

This paper outlined many new PL/SQL features added in Oracle9i. The PL/SQL language continues to increase in flexibility and functionality, so being aware of the version with which you are working and having a thorough understanding of the new features and capabilities in that version is crucial.

For further details on many of the topics in this paper, refer to the PL/SQL User's Guide and Reference (Release 9.0.1 & 9.2.0) and Supplied PL/SQL Packages and Types Reference (Release 9.0.1 & 9.2.0). 
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