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Program Agenda 

•  What DigitalGlobe Does 
•  Imagery Manufacturing 101 
•  Imagery Inventory Management 
•  Massive Scale 
•  What Experience Has Taught Us 
•  Reducing Scrap 
•  Big Data: High Resolution Urban Globe 



See the world around you 
•  Anytime, anywhere – and act on it 

Imagery 
Discover the world the way it was,  

the way it is and the way it could be. 

Information 
Get access to the largest and most up-to-date 

collection of earth images available. Anytime. Anywhere. 

Insight 
Change is happening right now. How will it affect you? 

What will you do? 



Flying a satellite constellation 

•  Volume 2.6 million km2 added each day – we capture over six times the earth’s 
landmass every year – that’s 25-35 TB of data every day 

•  Always more – 33% of archive is less than one year old 
•  Content Inventory – over 2.5 billion km2 archived imagery available 

30 Petabytes in Inventory 



8 

Imagery Manufacturing 101 

1. Take Pictures 

2. Build a Photo Album 

3. Scrapbook to Satisfy Demand 
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Building an Image Inventory 

DigitalGlobe satellites take pictures in strips 
Analogous to photo negatives 

Store all the strips, creating a content archive 
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Imagery Inventory Management 

Build products from inventory and ship as soon as possible if it meets 
the customer need 
Otherwise build up as new imagery becomes available, or a 
combination of inventory and new content 

What’s needed is a fast, spatially-aware process that works at massive 
scale 
Like building thousands of  complex jigsaw puzzles simultaneously 
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Massive Scale 
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Manufacturing One Product 

1.  Every 90 minutes, new pictures are downloaded, as strips 
2.  Perform a spatial intersect on all open orders 
3.  Find what the new pictures cover (fulfill) on all intersected orders 
4.  When an order is fully covered, send to manufacturing 

1200 new strips 
5000 new orders 

Every Day 
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Pseudo-SQL 

1.  Every 90 minutes, new pictures are downloaded, as strips 
2.  Perform a spatial intersect on all open orders 
3.  Find what the new pictures cover (fulfill) on all intersected orders 
4.  When an order is fully covered, send to manufacturing 

SELECT <data> 
FROM <tables> 
WHERE id = id 
           AND SDO_RELATE(new_data_geometry, open_order_geometry,    

             'mask=ANYINTERACT querytype=WINDOW') = 'TRUE'; 

Use Oracle Spatial and Graph function SDO_RELATE 
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Pseudo-SQL 

1.  Every 90 minutes, new pictures are downloaded, as strips 
2.  Perform a spatial intersect on all open orders 
3.  Find what the new pictures cover (fulfill) on all intersected orders 
4.  When an order is fully covered, send to manufacturing 

SELECT <data> 
FROM <tables> 
WHERE id = id 
           AND SDO_RELATE(new_data_geometry, intersected_order_geometry,    

             'mask=ANYINTERACT querytype=WINDOW') = 'TRUE'; 

This time use SDO_RELATE on the orders found in step #2 
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What Experience Has Taught Us 

•  Oracle query optimizer is not guaranteed to use spatial indexes.  Without the 
use of  SQL hints, experienced worst-case performance of 20 minutes. With 
the hints below: consistent, sub-second performance 

•  Limit geographically first! 
SELECT <data> 
FROM <tables> 
WHERE id = id 
           AND SDO_RELATE(new_data_geometry, open_order_geometry,mask=ANYINTERACT querytype=WINDOW') = 'TRUE‘ 
UNION ALL 
SELECT /*+ ORDERED 
                  USE_NL(table 1,table 2)    and who said hints are dead? 
                  USE_NL(table 2, table 3) */ 
FROM <tables> 
WHERE id = id 
           AND SDO_RELATE(new_data_geometry, open_order_geometry,  
                                      'mask=anyinteract') = 'TRUE'; 
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Reducing Scrap 

The Problem -  Images with 
cloud cover are considered 
scrap, even if the area of 
interest is perfectly visible! 
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Reducing Scrap 

Need to identify that the area of interest is clear.  The initial attempt resulted in 
a query that took 40 days to finish.  Here’s how we fixed it 

1.  Broke single cloud polygon with thousands of points into many polygons with 
a tens of points 

2.  Use Nested_Loop and Ordered hints with SDO_JOIN 
3.  Use the WORK_TABLESPACE parameter when 

    creating spatial indexes.  Reduces index fragmentation 
4.  Use Create Table As Select, which allows the spatial 
      engine to parallelize processing 

  This process now runs in 2 hours! 
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Big Data and Searching Imagery 

Textual analysis of semi-structured, 
useful metadata extracted from billions 
of small pieces (tiles) of imagery 
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Searching a High-Resolution Urban 
Globe 

Built-up map of 
tiles 

Searchable, Detailed Built-up 
Outlines 
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Indexing Data Flow 

1.  Break imagery into tiles 
2.  Extract features from tiles 

and store text near the tiles 

3.  Use Map-Reduce methods 
to find all tiles that have 
similar features 

100 Billion Tiles, 3 PB of imagery,  
1 TB of  metadata 
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Indexing for image search 

•  Scalable, distributed map-reduce framework using Hadoop 
–  Not using Hadoop File System 

•  Produce sharded index based on # reducers 

•  Use inverted indexing for fast full-text searching 



Q&A 
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Appendix: Search Architecture 


