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ABSTRACT 
 
One of the biggest challenges we face for large-scale geo-spatial image and raster data management and processing 
is the huge volume of such data. Numerous remote sensors of different types on various platforms are collecting real 
time data about the Earth and our environment for different purposes on a daily basis. Individual images can be very 
small but they can be huge in the scale of terabytes as well. A raster database can have millions of such images or 
raster gridded datasets. This paper discusses the major problems and challenges for archiving and managing such 
huge geoimage datasets, a solution using Enterprise Grid Computing technologies and its benefits. As an 
experiment, a series of tests, measurements and analyses using Oracle 10g Grid and GeoRaster technologies were 
conducted. A single image in the size of over one terabytes was created. Multi-user concurrency and performance 
were tested. The research shows that a large-scale enterprise database management system with raster data 
management capabilities enables Grid Computing for geospatial datasets and together they may provide an effective 
and efficient way to solve the problems for raster data archiving, management, processing and distribution. 
Enterprise Grid Computing technologies with a proper setup of the multi-tier architecture not only provide the 
benefits of lower cost, higher quality and greater flexibility, but also improve the scalability and performance of 
such large-scale spatial databases. 
 
 

INTRODUCTION 
 

Numerous remote sensors of different types on different platforms are collecting real time images about the 
Earth and our environment for various purposes on a daily basis. Individual images can be very small but they can 
be huge in the scale of terabytes as well. How to effectively and efficiently archive, manage, and distribute those 
imagery and raster gridded data is one of the biggest challenges we face today. There are at least three major 
problems, which need to be solved. First, satellite and air-borne platforms are costly and the data processing are 
complicated and so the remotely sensed imagery and their derivatives are very expensive and invaluable. Due to its 
cost and high value, such huge amount of data needs to be managed safely. An effective image database 
management system needs to provide good security, reliability and availability, etc. The second major problem is the 
cost to manage such huge volume of data, which is growing drastically in every minute. With data growing, more 
hardware resources are needed and should be added dynamically. How to tackle the cost barrier is key for remote 
sensing data management and application systems. Looking forward, reducing the total cost and in the mean time 
having the flexibility to dynamically add, re-arrange or remove hardware and software resources to meet changing 
business environment are two basic requirements. Thirdly, a raster database can have millions of images or raster 
gridded datasets and each image can be in terabytes, so high scalability and high performance are extremely 
important as well. This basically means fast loading, efficient data management and processing, virtually unlimited 
scalability in terms of both data volume and the number of concurrent users, high speed data distribution through 
both intranet and internet, to name a few. 
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This paper briefly introduces and discusses how Enterprise Grid Computing technologies can help solve such 
problems and so provides a very good solution for building and managing large-scale imagery databases. We 
conducted a series of research and tests using Oracle 10g Grid and GeoRaster technologies. This paper presents part 
of the results. 
 
 

ENTERPRISE GRID COMPUTING TECHNOLOGIES 
 

There are two key components in order to use Grid Computing technologies to build geospatial image data 
management and distribution systems. The first one is the stack of infrastructure software, which provides Grid 
Computing. The second one is how to store geoimagery in an enterprise database environment so that the data can 
be securely and efficiently managed and the power of Grid Computing can be fully leveraged.  
 
Enterprise Grid Computing 

Enterprise Grid Computing is a new IT architecture that produces more resilient and lower cost enterprise 
information systems. With grid computing, groups of independent, modular hardware and software components can 
be connected and rejoined on demand to meet the changing needs of businesses. Grid computing has increased 
momentum as the enterprise IT architecture of choice. Forrester Research reports that 37 percent of enterprises are 
piloting, rolling out, or have implemented some form of grid computing (Gillett, 2004). IDC identifies grid 
computing as the Fifth Generation of computing, after Client-Server and Multi-tier (Kusnetzky and Olofson, 2004). 
While the definitions of Grids might be different among academia and vendors, organizations such as Global Grid 
Forum and Enterprise Grid Alliance are working on the standards. A full discussion of Grid computing is out of the 
scope of this paper. Since Oracle provides a full family of software products, which support and enable real 
enterprise grid computing, we will mainly use the definitions from Oracle and use its 10g suite to conduct the tests. 
       The two core tenets of Enterprise Grid computing are virtualization and provisioning (Cyran, Lane and Polk, 
2005. Shimp and Nash, 2005. Goyal, Thome and Pratt, 2005). With virtualization, individual resources (e.g. 
computers, disks, application components and information sources) are pooled together by type then made available 
to consumers (e.g. people or software programs) through an abstraction. With provisioning, when consumers request 
resources through a virtualization layer, behind the scenes a specific resource is identified to fulfill the request and 
then it is allocated to the consumer. Provisioning as part of grid computing means that the system determines how to 
meet the specific need of the consumer, while optimizing operation of the system as a whole. Compared to other 
models of computing, IT systems designed and implemented in the grid style deliver higher quality of service, lower 
cost, and greater flexibility. Higher quality of service results from having no single point of failure, a robust security 
infrastructure, and centralized, policy-driven management. Lower costs derive from increasing the utilization of 
resources and dramatically reducing management and maintenance costs. Rather than dedicating a stack of software 
and hardware to a specific task, all resources are pooled and allocated on demand, thus eliminating under utilized 
capacity and redundant capabilities. Grid computing also enables the use of smaller individual hardware 
components, thus reducing the cost of each individual component and providing more flexibility to devote resources 
in accordance with changing needs. 
      Remote sensing image data are accumulating everyday and its management and processing consume huge 
computer hardware and software resources. Using high-end SMP servers is certainly a good idea but too costly. 
However the hardware components are becoming smaller and cheaper yet deliver good performance with proper 
network setup. For example, Intel Itanium 2 and Sun SPARC processors are low cost but deliver performance equal 
to or better than processors used in high-end SMP servers. High-density blade server technology reduces the overall 
cost of hardware and provides large clusters of servers to achieve high performance. Network Attached Storage 
(NAS) and Storage Area Networks (SANs) make it easy to share storage across systems. Gigabit Ethernet and 
Infiniband interconnect technologies are driving down the cost of connecting clusters of servers. With Grid 
computing, such low-cost resources can be pooled together by enterprise software such as Oracle 10g to meet the 
requirement of super computing power for any size of image databases. The benefit is the lower overall cost 
comparing with simply using high-end servers. With data growing, one can purchase more cheap disks and add new 
blade servers into the system without disrupting any applications.  
       Virtualization as part of grid computing not only pools disks and processors together, but also improves the 
scalability and performance dramatically. For example, Oracle Automatic Storage Management (ASM) and Real 
Application Clusters (RAC) can pool groups of disks together and automatically distribute and balance database 
queries among different blade servers. By allowing unlimited disk groups to be added, the image database can be 
scaled up to the scale of exabytes. By allowing adding more processors and distributing heavy duty user processes 
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among tens of different servers, the total number of concurrent users can increase drastically and the overall 
performance can be improved significantly as well. We will discuss more about the scalability and performance 
improvement later in this paper. 
 
Oracle Spatial GeoRaster 

Currently most image database systems are built on file systems directly. The downside of this approach is 
obviously the low quality in manageability, scalability, security, availability, and so on. One of the solution is to 
store image and spatial data in standard enterprise RDBMS. By doing so, such image database systems can leverage 
not only the traditional benefits from RDBMS, such as security and manageability, but also all the advantages of 
Grid Computing technologies, such as lower cost, higher quality and flexibility, greater scalability and better 
performance. 

However, traditional RDBMS systems can manage structured data types very well, such as numbers and names, 
but not well at unstructured data types, such as maps and imagery. In order to move such data types into an 
enterprise database system, enhancements specifically targeted at maps and images are needed, such as the 
SDO_GEOMETRY and SDO_GEORASTER data types in Oracle database 10g. Within Oracle, SDO_GEOMETRY 
is used to store vector data while SDO_GEORASTER is used to store imagery and all kinds of raster gridded data. 
This paper takes Oracle GeoRaster as an example for building image databases.  

GeoRaster is a feature of Oracle Spatial in Oracle Database 10g that lets you store, index, query, analyze, and 
deliver GeoRaster data, that is, image and gridded raster data and its associated metadata. GeoRaster provides a new 
Oracle Spatial data type called SDO_GEORASTER and an object-relational schema. You can use the data type and 
schema objects to store multidimensional gridded data and raster layers that can be referenced to positions on the 
Earth’s surface or in a local coordinate system. Each image or a single-layer or multi-layer grid, such as DEM’s and 
thematic raster maps, is stored as a GeoRaster object in a GeoRaster column of any table (Xie and Sharma, 2005a).  

GeoRaster is designed to meet the general needs of broad application groups including traditional GIS and 
remote sensing applications, business applications, image and gridded raster data repositories/clearinghouses. There 
is a wide range of use cases for GeoRaster, such as defense and security, emergency responses, enterprise asset 
management, insurance risk assessment, government and public data repository (Xie and Sharma, 2005b). 

Since GeoRaster allows users to store raster data into Oracle databases, it enables all benefits from Enterprise 
Computing technologies. From this standpoint of view, GeoRaster is an Enterprise Grid Computing enabler for the 
geospatial and geoimaging applications. 

We used the Oracle 10g GeoRaster and Oracle 10g Grid Computing technologies to build a testing image 
database and did a series of research on how such a image database can improve its scalability and performance, 
which are critical for geoimage and geospatial data management systems.  
 
 

BUILDING A LARGE-SCALE GEOIMAGE DATABASE 
 

As an experiment, the test image database was built using Oracle database 10gR1 with the Spatial GeoRaster 
component. The original dataset includes 50 digital Color Ortho Images, courtesy of the Office of MassGIS, 
Commonwealth of Massachusetts Executive Office of Environmental Affairs. These 50 images cover the greater 
Boston area and can be seamlessly mosaicked into one large image. Each image is an orthoquad tile and has a scale 
of 1:5,000 and a half-meter resolution. Each image represents 4 x 4 km on the ground (8000 rows x 8000 columns, 
equaling 64,000,000 pixels). They all have three bands and the cell depth is 8-bit unsigned integer. The data are all 
in the TIFF format and georeferenced to Massachusetts State Plane (Lambert Conformal Conic Projection) NAD83 
denominated in meters. A series of new images of different sizes were generated from this original dataset, including 
a mosaic of Boston area. The largest single image is about 1.5TB, which is an enlarged version of the mosaic and 
has a pyramid built inside. In total, the database had more than 2TB in size. For the research we used Oracle 10gR1 
database, RAC, GeoRaster, Oracle Application Server, MapViewer and Jmeter to simulate a large scale enterprise 
information system with a multitier architecture. 
 
Hardware and Software 

In this research, four Linux servers were used to deploy Grid nodes so that we could setup different 
configurations for different test purposes. For storage, we used Network Appliance NearStore R200 system, which 
is a disk-based nearline storage system. It consists of 16 disks (14 data disks + 2 parity disks, each disk is 292GB) 
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Figure 1. The architecture of the storage.

combined into one global disk by RAID4. The Oracle 10g RAC nodes in a NAS configuration shared the global disk 
(Figure 1.) 

The database server grid layer was Oracle Database 10gR1 including its Real Application Clusters (RAC) and 
GeoRaster. RAC is an Oracle database option that permits two or more database instances to support and manage 
the workload of a single Oracle database. Oracle RAC 10g serves as a key foundation technology for enterprise 
database grids where each database instance represents a node and workloads are being shared across all the nodes 
within the grid.  

In the middle tier we used Oracle Application Server (AS) 10gR1 OC4J for concurrency test on single RAC 
node and used Oracle Application Server 10gR2 OC4J for concurrency test on two RAC nodes. OC4J is Oracle 

Application Server Containers for J2EE. It is a fast, 
lightweight, highly scalable, and easy-to-use J2EE 
environment. It is highly optimized, providing extremely 
fast response times and very high throughput rates. The 
Oracle 10g AS Web Cache is an integrated component of 
Oracle's application server infrastructure. It was used to 
distribute requests over original OC4J servers without 
caching any responses. It balances the load among 
original OC4J servers. The Oracle 10g Application Server 
serves as a key foundation technology for enterprise 
middle-tier grids. 

Oracle AS MapViewer provides powerful geospatial 
data visualization and reporting services, which basically is a Java servlet that runs inside OC4J. Once up and 
running, it acts as a map server that awaits user’s map request through HTTP, and sends back a map response after 
processing and generating a map. MapViewer supports query and display of GeoRaster objects. Our test was based 

on MapViewer 10.1.2 preview version. 
As part of the low cost Enterprise Grid solution, Linux is a 

good candidate for operating systems. We used Asianux, which 
is widely used in Asia. It provides enterprise customers with 
high reliability, scalability, manageability and better hardware & 
software compatibility. In the test, the 10g database RAC nodes 
were installed on Asianux 1.0 Service Pack 1. The primary 
OC4J server was installed on Asianux 1.0. 
 
Building the Geoimage Database with a Huge Image 

Two basic scalability characteristics or requirements of an 
image database are (1) how many images it could handle and (2) 
how big the total database and a single image could be. 
GeoRaster is completely built inside Oracle database server and 
the GeoRaster type is a native Oracle data type. Any table could 
contain one or more columns of the GeoRaster type and the table 
could have unlimited number of rows, each of which of a 
GeoRaster column can store one image. So, there is virtually no 
limit on the number of images you can store inside Oracle 
databases and the total size of such image database could be in 
exabytes (millions of terabytes). So the key question left is how 
big a single GeoRaster object (a single image inside the 
database) could be. For this we specifically did some tests. 

All 50 images were loaded into the database and each of them is one GeoRaster object in the Oracle database. 
Based on the workflow shown in Figure 2, by firstly using the GeoRaster procedure mosaic we created a mosaic 
GeoRaster object, which includes all 50 images and has the size of 9.6GB. Then we enlarged the mosaicked image 
by using the GeoRaster procedure scaleCopy with “scaleFactor=11” along both the row and column dimensions. 
The size of the resulting image is 1.1616TB. Finally we generated the pyramids for the result image using the 
GeoRaster procedure generatePyramid. So we ended up with a huge GeoRaster object of about 1.5 terabytes in size. 
All GeoRaster functionalities (SQL API) passed tests on this huge image.  

This test shows that with a proper database configuration, GeoRaster allows creating, storing, and processing 
huge GeoRaster objects. Single GeoRaster objects can be in the scale of terabytes. It demonstrates a very good 

Figure 2. The workflow for creating the 
huge GeoRaster object. 
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scalability of GeoRaster itself. On the other hand, Grid Computing allows you flexibly and easily add more disks, 
memory and processors for creating and storing such huge images and dataset and so meet the basic scalability 
requirements of image databases. 
 
Adding Application Server Grid Instances to Improve Concurrency 

Once the database is built up, we can do a 
series of application tests by leveraging the 
three-tier architecture and configuring the Grid 
system. One of the tests we did is to improve 
scalability of concurrent queries by using OC4J 
(Oracle 10g AS) grid and tuning OC4J instances.  

The architecture is described in Figure 3. It 
consists of four OC4J instances on two OC4J 
servers and one RAC node. Server one (4x 1G 
RAM, 4x 2.4GHz CPU, 1x 72G internal hard 
disk) served as the database RAC node. Server 
two (4x 1G RAM, 4x 2.4GHz CPU, 1x 72G 
internal hard disk) served as the primary OC4J 
node. Server three (8x 256M RAM, 4x 1.4GHz 
CPU, 1x 72G internal hard disk) served as the 
second OC4J node. Oracle AS 10g Web Cache 
was used as the load balancer to dispatch 
requests to OC4J instances. Oracle AS 10g 
MapViewer retrieves data from the GeoRaster 
database through the GeoRaster query procedure 
getRasterSubset and creates subset images to be 
displayed in the client, which is Jmeter. 

We measured the GeoRaster query function, 
which retrieves a subset image from the database 
based on the area-of-interestI window from 
clients. The image tested is the mosaic 
GeoRaster object. It has 80000 rows, 40000 
columns and 3 bands and has a size of 9.6GB. It 
is blocked and the block size is 512x512x3. The 
query window was 256 rows x 256 columns x 3 
bands. The query was sent by Jmeter to OC4J 
MapViewer, which in turn sends it out to Oracle 
database. The GeoRaster getRasterSubset 
function runs inside the database and retrieves 
the subset. The database then sends the subset 
image back to MapViewer, which renders an 
image to be displayed on the client’s screen (a 
desktop). The measure of response time for each 
request starts from the request sent to the 
OC4J node(s) by the client (Jmeter) until the 

client receives the resulting image rendered by MapViewer. So it includes the waiting time of the requests in queue 
in both OC4J and RAC nodes, the JDBC connection to the database to retrieve data, running the getRasterSubset, 
creating an image using the query result by MapViewer, sending the rendered image back to the client.  

The tests stop when either one of the following two conditions are met:  (1) the maximum response time is 
longer than 60 seconds. Here, the maximum response time means the longest response time among all the 
concurrent requests (or users). In other words, if there were any request taking more than 60 seconds to get the result 
image, any further test would be stopped. But note that it does not mean that the system can’t support more 
concurrent requests (or users). It only means beyond this total number of requests (or users), at least one of the 
requests will take more than 60 seconds to get the result image. (2) With the increase of concurrent requests, the 
pressure on Jmeter will increase. When the pressure becomes so big that Jmeter cannot handle all requests, there 
would be a failure in Jmeter and the test would stop at this time. 

Figure 3. The multitier grid architecture with two OC4J 
nodes (1 ~ 4 instances) and one database node.

Figure 4. Maximum concurrent requests supported by 
different OC4J instance configurations.
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Five different OC4J instance distributions were tested. We use “m+n” to describe each of the OC4J instance 
distributions, assuming that m is the number of OC4J instances on server1 and n is the number of OC4J instances on 
server2 (Figure 3). The results are shown in Figure 4. In Figure 4, the OC4J distributions are as follows: 

a. “1” means the Jmeter accesses one OC4J instance directly. 
b. “1+0” means the Jmeter accesses one OC4J instance through a load balancer. 
c. “2+0’ means the Jmeter accesses two OC4J instances distributed on one server through a load balancer. 
d. “1+1’ means the Jmeter accesses two OC4J instances distributed evenly on two servers through a load 

balancer. 
e. “2+2’ means the Jmeter accesses four OC4J instances distributed evenly on two servers through a load 

balancer. 
From this test, we can see that adding more OC4J instances to the OC4J (Oracle 10g AS) grid significantly 

improves the scalability of the GeoRaster query concurrency. Distributing OC4J instances evenly on different 
servers also helps. Accessing OC4J instances through the Oracle AS WebCache load balancer increases the total 
number of concurrent requests (users) as well. 
 
Adding Database Grid Nodes to Improve Scalability and Performance 

With the same architecture we tried to add one more database RAC grid node and see how the effects would be. 
We added one more Linux server, which is 4x 1G RAM, 4x 2.4GHz CPU, 1x 72G internal hard disk, with Asianux 

1.0 Service Pack 1 and was served as the second 
RAC node. The architecture of the testing 
system is shown in Figure 5. Two levels of load 
balancing were used. The first level is the 10g 
AS load balancer (i.e., Web Cache). The second 
level is the 10g RAC node load balancer (not 
specifically shown in Figure 5 because they are 
integral parts across RAC nodes). These load 
balancers automatically distribute the requests 
from clients or the middle tier and so 
significantly improve performance. The test data 
and other testing criteria are the same as 
described in the previous section. 

In one test we used only one RAC node 
while in the other we used two RAC nodes. We 
used 4 different query windows and got the total 
number of concurrent requests based on the test 
criteria. Results are shown in Table 1. 

From this test we can see that adding RAC 
nodes to the grid can increase the total number of 
concurrent requests (users) for smaller query 
windows.  

In this test we also collected the average 
response time for different query windows. Results are shown in Table 2 and Figure 6.  
 

Table 1. Total number of concurrent query requests 
supported by two RAC nodes and single RAC node respectively 

 
Retrieving 
window 

Total concurrent requests (two 
RAC nodes) 

Total concurrent requests (one 
RAC node) 

256x256x3 2100 1200 
512x512x3 800 600 
1024x1024x3 180 180 
2048x2048x3 50 40 

 
 
 

Figure 5. The grid architecture with two OC4J nodes (5 
OC4J instances) and two database RAC nodes.
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Table 2. Average query response time for two RAC nodes and one RAC node 
 

Average response time (seconds) Query window and 
corresponding total number of 
concurrent requests two nodes single node 

256x256x3 (1200 requests) 7.679 17.388 
512x512x3 (600 requests) 13.831 24.875 
1024x1024x3 (180 requests) 21.904 33.930 
2048x2048x3 (40 requests) 19.628 39.550 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Obviously, from Table 2 and Figure 6, with an enterprise grid environment, adding RAC nodes in the database 
grid can improve significantly the performance of concurrent GeoRaster queries. In general, within a multitier grid 
environment, the physical data storage, the database RAC nodes and the AS servers all affect the scalability and 
performance of GeoRaster databases. Properly configuring and tuning the storage grid, the database grid and the 
application server grid can significantly improve the total number of concurrent query requests and reduce the 
average response time. 
 
 

SUMMARY 
 

The nature of large-scale geospatial and geoimage databases requires effective and efficient image database 
management systems to provide good security, reliability and availability. With data growing, more hardware 
resources and computing power are needed and so the cost is becoming higher and higher. Having the flexibility to 
dynamically add, re-arrange or remove hardware and software resources to meet changing business environment is 
another basic requirement. In addition, such systems should offer fast loading, efficient data management and 
processing, virtually unlimited scalability in terms of both data volume and the number of concurrent users, high-
speed data distribution through intranet as well as Internet, to name just a few. Based on the tests presented in this 
paper, Enterprise Grid Computing, as the next generation of computing, may provide a promising solution for such 
geodatabases. To truly leverage the power of Grid Computing, a scalable and high-performance enterprise database 
systems with the management capability of image and spatial data is one of the keys to success. Managing image 
data inside standard RDBMS, such as Oracle GeoRaster, has a lot of advantages over file systems. And most 
importantly it enables Grid Computing for geospatial and geoimaging data management and applications, which in 

Figure 6. Average query response time for two RAC nodes and one RAC node. 
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turn provides the benefits of lower cost, higher quality and flexibility, greater scalability and performance, and so 
on. 

Enterprise Grid Computing involves a large stack of technologies in hardware and software and numerous 
advanced features. In this work, we only focused on few basic architectural aspects of Enterprise Grid Computing, 
the enabler for geoimage and raster data types and the fundamental scalability and performance characteristics. 
While the above benefits of Grid Computing are readily available for geoimage databases, we do see a lot of specific 
challenges for raster data management and application systems. For example, the core tenets of Grid Computing are 
virtualization and provisioning, which pool all disks and CPU’s together and provision data efficiently. However, 
how to fully take advantage of those resources for raster data processing is also a question specifically for raster data 
management infrastructure software itself, such as Oracle GeoRaster. Looking forward, a lot of reasearch and 
development work needs to be done. As an example, advanced parallelization of raster data processing and analysis 
is just one of the many future works. 
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