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I recently read an article which made the claim that it was a well accepted fact that it 
was not efficient to store binary data larger than 1mb in an Oracle database. After 
working for 15 years in the field of unstructured data and Oracle I realised that if that is 
the view still now in the marketplace then that view is not only completely wrong and 
outdated, it is also misleading and very dangerous. It's a perception that could have 
been argued when using Oracle7 in the early 1990's but from Oracle9 onwards and with 
major improvements into Oracle 11, this is a view that is just not correct.

I have been campaigning and pushing the idea that Oracle since 8i is much more than 
just a relational database. Its an object/relational database. It's a concept many people 
have completely forgotten. Most of the object-oriented features in Oracle seem to be 
dismissed or ignored by developers, including those dealing with large objects (LOBs). 
The conservative nature of many database administrators is exasperating as they prefer 
to stay within the confines of their own comfortable relational knowledge base and 
steadfastly refuse to accept the performance benefits that objects can offer.

When one looks at how well Oracle itself uses the object features inside its own 
database you realise these capabilities aren't going to disappear. Having to use pure 
relational for development is the real myth now. Experience has shown that relational 
on its own just doesn't scale and work for a lot of applications. Relational might be a 
solution, it's just not the solution. With the recent push towards big data, one begins to 
see that the marketplace is moving down the path that simple is better. Most of what big 
data is capable of can be easily simulated in an Oracle database (using index hash 
cluster storage or PL/SQL Associative Arrays). The only advantage big data has is that it 
scales and is designed well for a niche. Big Data has exposed the fact that relational has 
scalability issues when dealing with certain types of data such as audit trails and non 
transactional data. “Big Data solutions are typically used when there is lots of low level 
data that may not have yet be processed into transaction data” i 

With unstructured data we begin to deal with multimedia data. This includes photos, 
video, audio and documents. There are more types in the marketplace but these are the 
common four. Photo's include digital images which can vary in size from a couple of 
kilobytes for a thumbnail image, to gigabytes for high quality images (such as georaster).
With the widespread acceptance of smart phones in the marketplace the rules for 
dealing with data has changed. Relational data is important but its not the only data. 
Estimates vary on the total amount of unstructured data in the marketplace, with 
figures ranging from 70% to as high as 90%. “More recently, multiple analysts have 
estimated that data will grow 800% over the next five years. Unstructured information 
accounts for more than 70%–80% of all data in organizations and is growing 10–50x more 
than structured data.” ii

You would not think this is the case based on the all the attention and focus given to 
relational. That's important to stress. The vast majority of data in your organisation is 
ignored or not correctly managed.

The lesson to be learnt from the smartphone and especially the iPad (and equivalent 



devices) is that the keyboard does not reign supreme anymore. Most functions on the 
iPad use other interactions to enter in data (touch, swipe, visual). With the introduction 
of Siri, voice recognition is there. With Skype we communicate using audio and video 
and what makes these devices so popular is that they don't have a keyboard (note how 
the blackberry has declined in popularity even though it does have one). 

We are in the middle of a massive change which most of us are in ignorant bliss to. How 
we are dealing with computers is changing (for example, the release of Google glasses 
will usher in a new type of computer/human interaction). How we store data and 
manage it is changing. We now have the need to manage audio, images and video. This 
isn't happy snaps taken on our last holiday, this is information used in the day to day 
running of a business, information which is crucial. With more of these devices being 
used by more and more people, multimedia and the need to manage it as an object will 
grow, not decline.

The lesson to be learnt is that we can't ignore this. Administrators and developer must 
get up to speed on this technology, understand, learn how to tame it and work 
efficiently with it.

The biggest lesson that needs to be learnt is that multimedia is core to how we work and 
deal with the information technology environment. Relational supports it. It's crucial, it's 
important, but relational data isn't just it. It's not the only thing. It's needed but the 
bigger picture which encompasses all the data says there is more. Until we as an Oracle 
community begin to wake up and realise this, we are missing out on new business 
opportunities and most of us will be relegated to being treated as dinosaurs. Because 
those who do embrace and work with this technology, will change the rules and then out 
compete the rest of the market. The switch over will be as dramatic and as fast as the 
switch from old style phones with keyboards to the newer, modern models with 
friendlier and simpler interaction.

The following discusses some of the myths and objections commonly raised when 
working with multimedia:

Myth 1: Largest Image Size the Oracle database can support is 1Mb

Response: 1Mb is trivial to manage in Oracle11 using Securefiles. I have dealt with 
databases on Windows and Linux (even on Oracle XE) and loaded in digital photos over 
2Gb in size. For video, I have loaded in digital objects over 20Gb in size. The largest 
digital object I have loaded in was 60Gb (which was a virtualization). I have even loaded 
an Oracle database into itself. At no point was performance of Oracle an issue. 

Myth 2: It's easier to manage multimedia in the file system.

Response: There are two main issues with file systems. The first is that its hard to secure 
and protect them. Delete, rename or move an image on the file system and it can 
become orphaned if that change is not reflected back in the database. So if you use a 
BFILE or physical reference, then the biggest issue is managing the references and 
ensuring the file system is protected from everyone. Experience has shown that images 
will eventually be lost using this method. Whereas if its stored in the database such an 
issue doesn't exist. Using WebDAV its possible to simulate a disk front end when the data 
is stored in the database.



The second issue is that file systems enforce a hierarchical mentality for image 
management. So ingrained in our thinking are hierarchical file systems that we can't 
think outside the box on this and realise how constraining such a structure is. File 
systems don't scale and struggle to handle more than a thousands objects in them (Try 
doing directory listings in Windows or Unix when there are more than 1000 files in it. Try 
searching or navigating around them. You will find it's incredibly slow, inefficient and 
hard to work with. I am surprised more people aren't screaming out about how hard it is 
to work in this environment). A hierarchy is just one way to categorise files. There are 
other methods available and when you store the data in a database you can start to 
think true multi-dimensional.

Myth 3: Multimedia should be in the middle tier not in the database (third) tier.

Response: Experience shows that the most inefficient place to store multimedia is in the 
middle tier. Developers like 3 tier architectures as the view is that it scales. Well it 
might scale for legacy systems but when dealing with digital objects removing the 
middle tier is the most efficient method. If you put the multimedia in the middle tier, it 
means it's likely not secured (digital images can then be stolen), unlikely to be properly 
backed up and managing and referencing them from there is difficult to do, as 
information about their location and status has to be sent back to the database. In the 
end, it becomes apparent that its easier to manage them when they are stored in the 
database and that means having the database in the middle tier. In that case, why have 
a middle tier?

Myth 4: Databases are designed for relational

Response. As of Oracle8, Oracle become object/relational. A classification most people 
have forgotten. Relational is mathematically proven and sound for dealing with 
structured data. Problem is that 90% of data doesn't fit into this category. So one needs 
to realise that relational isn't the solution to all of life's computer problems. It forms a 
key component, but when you start to work with unstructured data you soon realise the 
rules have changed and the relational concepts do not work. A good example is that the 
concept of foreign keys do not make sense with unstructured data. Even the concept of 
an exact match needs to be rethought. For example, when comparing two digital images 
how do we know they are identical? Is a byte by byte comparison sufficient? But what 
happens when you change one byte. Is it the same then? Visually they might appear 
identical but an exact byte by byte match will indicate they are not the same. Images 
can have watermarks hidden within them (as pioneered by digimark iii) and visually 
appear the same. Again, a direct byte by byte comparison will indicate they are not the 
same images. Metadata can also be embedded in a digital image (using formats like EXIF 
or XMP). In that case, if the metadata is changed is the digital image still the same? The 
answers to these questions embarks on a whole new field of fuzzy logic, neural network 
and image matching concepts that is still in its infancy.
Experience has shown that the Oracle database can indeed manage and manipulate this 
data but the ability to comprehensively query it is still in its early stages.

Myth 5: You can't recover when images are stored in the database

Response: Yes you can. Oracle's transactions work with all data, not just relational. 
When you store unstructured data in Oracle and do a recovery, all data is recovered 
equally. All data is treated equally.



Myth 6: It's too hard to work with.

Response: The catch cry of the developer or database administrator, who is stuck in their 
comfort zone and does not want to learn new technology. Multimedia requires learning 
new concepts, abandoning old ones, but once you understand it, its not that hard to 
work with. Please refer to the links at the end of this paper which cover the basics on 
loading images into the database and managing them. It shows how easy it is to do.

Myth 7: Files are best managed by the file system

Response: Simply, file systems do not scale and have restrictions associated with them. 
The security on them does not integrate well with a database. Databases use roles and 
can be granular. You can't restrict access to subsets of a file, but if you store that file in 
a database and separate it out, you can limit it. If you strip out the metadata embedded 
in it, you can apply roles to it, you can enforce transactional management on the core 
components. You can tightly secure and audit it. You can recover and restore it.

The challenge that should be made when discussing digital images and storing them in 
the database shouldn't be whether one stores them in the database. The starting 
premise should be we store them in the database. Now justify why you think they should 
be stored in the file system.

So I hope by reading this article you realise that a lot of what was once thought about 
unstructured data is based on outdated and now faulty premises. There is a whole world 
out there, filled with interesting, fun and fascinating data. What is needed are 
developers and database administrators who are willing to take on the challenge and 
attempt to describe and understand all of this new data. What is truly needed are more 
people willing to take on the challenge of dealing with this data and writing new and 
innovative papers on how to manage, load, secure and scale it. It's time to start 
embracing this data.
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using multimedia in an Oracle database. Her first book on managing unstructured data in 
Oracle was released in March 2013. She also manages the Oracle Multimedia SIG and has 
been presenting at OpenWorld on this topic for the last six years. She has worked as a 
DBA to over 50 sites around the world and has extensive experience and practical 
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For further information see:

Unstructured data SIG Site:
https://sites.google.com/site/ommuds/

Multimedia BLOG site:
http://eternal-donut.blogspot.com.au/

Managing Multimedia in Oracle Book available at:
http://www.packtpub.com/managing-multimedia-and-unstructured-data-in-oracle-
database/book

https://sites.google.com/site/ommuds/
http://www.packtpub.com/managing-multimedia-and-unstructured-data-in-oracle-database/book
http://www.packtpub.com/managing-multimedia-and-unstructured-data-in-oracle-database/book
http://eternal-donut.blogspot.com.au/


i. http://www.oracle.com/technetwork/topics/bigdata/learnmore/online-forum-  
qa-1536383.html

ii. http://www.autonomy.com/content/Technology/what-is-big-data/index.en.html 
http://en.wikipedia.org/wiki/Unstructured_data

iii. http://www.digimarc.com/
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