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This document accompanies Oracle9i release 2 (9.2.0.4) for Linux x86-64, for 
example, Advanced Micro Devices (AMD) Opteron processor chips that adhere 
to the x86 architecture (64 bit). Its contents supplement or supersede the 
information in the Oracle 9i Installation Guide Release 2 (9.2.0.1.0) for UNIX Systems 
or in the Oracle9i documentation library. It contains the following topics:

■ System Requirements

■ Installation Issues

■ Product-Related Issues

■ Platform-Specific Product Restrictions

■ Post-Installation Issues

■ Alerts

■ Known Issues

■ Legal Notices

■ Documentation Accessibility

System Requirements
The following sections provide system requirements that must be met before 
installing Oracle9i Release 2 (9.2.0.4).

Hardware Requirements
The system must meet the following minimum hardware requirements:

■ 512 MB of physical RAM

■ 1 GB of swap space (or twice the size of RAM)

On systems with 2 GB or more of RAM, the swap space can be between one 
and two times the size of RAM.

■ 400 MB of disk space in the /tmp directory

To ensure that the system meets these requirements, follow these steps:

1. To determine the physical RAM size, enter the following command:

# grep MemTotal /proc/meminfo



If the size of the physical RAM installed in the system is less than the 
required size, you must install more memory before continuing.

2. To determine the size of the configured swap space, enter the following 
command:

# grep SwapTotal /proc/meminfo

If necessary, see your operating system documentation for information about 
how to configure additional swap space.

3. To determine the amount of disk space available in the /tmp directory, enter 
the following command:

# df -k /tmp

If there is less than 400 MB of disk space available in the /tmp directory, 
complete one of the following steps:

■ Delete unnecessary files from the /tmp directory to achieve the required 
disk space.

■ Set the TEMP and TMPDIR environment variables when setting the 
oracle user’s environment. For information about setting the oracle 
user’s environment, see the Oracle 9i Installation Guide Release 2 (9.2.0.1.0) 
for UNIX Systems. 

■ Extend the file system that contains the /tmp directory. If necessary, 
contact your system administrator for information about extending file 
systems.

4. To determine the amount of free space on the system, enter the following 
command:

# df -k

The following table shows the approximate disk space requirements for 
software files for each installation type:

5. To determine whether the system architecture can run the software, enter the 
following command:

# grep "model name" /proc/cpuinfo

This command displays the processor type. Verify that the processor 
architecture matches the Oracle software release that you want to install.

Installation Type Requirement for Software Files (GB)

Enterprise Edition 2.5 GB (and 1.2 GB for the seed database)

Standard Edition 1.5 GB (and 1.2 GB for the seed database)

Custom (maximum) 2.5 GB

Note: If you do not see the expected output, you cannot install 
the software on this system.
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Operating System Requirements
The following table lists the minimum version of required operating system 
packages and patches for the operating systems:

■ Red Hat Enterprise Linux AS 3 (Update 1)

■ SuSE Linux Enterprise Server 8 (Service pack 3 or higher for x86-64)

Operating System Requirements

Red Hat Enterprise 
Linux AS 3 (Update 1)

kernel-2.4.21-9.0.1.EL.x86_64
glibc 2.3.2-95.x86_64
gcc-3.2.3-24.x86_64
gcc-c++-3.2.3-24.x86_64
libstdc++-3.2.3-24.i386
libstdc++-devel-3.2.3-24.x86_64
libstdc++-3.2.3-24.x86_64
glibc-devel-2.3.2-95.3.i3861 
glibc-2.3.2-95.6.i686
make 3.79.1.x86_64
gnome-libs-1.4.1.2.90-34.1.i3862 
ORBit-0.5.17-10.4.i386
audiofile-0.2.3-7.1.i386
esound-0.2.28-5.1.i386
gtk+-1.2.10-27.1.i386
imlib-1.9.13-12.i386
libpng10-1.0.13-8.i386
libungif-4.1.0-15.i386
tcp_wrappers-7.6-34.i386
setarch-1.3-1.x86_64
libaio-0.3.96-3.x86_64

Note:The x86_64 packages are on the Red Hat Enterprise 
Linux 3 x86-64 distribution. The i386 packages are on the Red 
Hat Enterprise Linux 3 x86 distribution.

1 This package might require the --force option during installation.
2 This package might require the --force option during installation if 64-bit gnome packages are 

installed. Oracle recommends that you do not install 64-bit gnome packages if they are not required 
for other applications.

SuSE Linux Enterprise 
Server 8 (Service pack 3)

SuSE Linux Enterprise Server 8

kernel-source-2.4.21-185.x86_64
+ k_type-2.4.21-185.x86_64
glibc-2.2.5-213.x86_64
glibc-32bit-8.1-9.i586
glibc-devel-32bit-8.1-9.i586
gcc-33-3.3-43.x86_64
gcc-33-c++3.3-43.x86_64
libstdc++-33-3.3-43.x86_64
libstdc++-devel-33-3.3-43.x86_64
make-3.79.1-42.x86_64
libaio-0.3.15-138.x86_64 

This version of libaio is required for asynchronous I/O.

Note: Create a symbolic link such that /usr/bin/gcc points 
to /opt/gcc33/bin/gcc. Otherwise the installation fails 
with relinking errors.
3



Kernel Parameters and Shell Limits

See the following sections for information about configuring the system kernel 
parameters and shell limits:

■ Configuring Kernel Parameters

■ Setting Shell Limits for the oracle User

Configuring Kernel Parameters
Verify that the kernel parameters shown in the following table are set to values 
greater than or equal to the recommended value shown. The procedure following 
the table describes how to verify and set the values.

To view the current value specified for these kernel parameters, and to change 
them if necessary, follow these steps:

1. Enter the commands shown in the following table to view the current values 
of the kernel parameters:

Note: Sun JDK 1.4.2_03 is installed with this release.

Note: The kernel parameter and shell limit values shown in the 
following sections are recommended values only. For production 
database systems, Oracle recommends that you tune these 
values to optimize the performance of the system. See your 
operating system documentation for more information about 
tuning kernel parameters.

Parameter Value File

semmsl

semmns

semopm

semmni

250

32000

100

128

/proc/sys/kernel/sem

shmall 2097152 /proc/sys/kernel/shmall

shmmax Half the size of 
physical memory 
(in bytes)

/proc/sys/kernel/shmmax

shmmni 4096 /proc/sys/kernel/shmmni

file-max 65536 /proc/sys/fs/file-max

ip_local_port_range 1024 to 65000 /proc/sys/net/ipv4/ip_local_
port_range

Note: If the current value for any parameter is higher than the 
value listed in this table, do not change the value of that 
parameter.
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2. If the value of any kernel parameter is different to the recommended value, 
complete the following steps:

a. Using any text editor, create or edit the /etc/sysctl.conf file and 
add or edit lines similar to the following:

kernel.shmall = 2097152
kernel.shmmax = 2147483648
kernel.shmmni = 4096
kernel.sem = 250 32000 100 128
fs.file-max = 65536
net.ipv4.ip_local_port_range = 1024 65000

By specifying the values in the /etc/sysctl.conf file, they persist 
when you reboot the system.

b. Enter the following command to change the current values of the kernel 
parameters:

# /sbin/sysctl -p

Review the output from this command to verify that the values are 
correct. If the values are incorrect, edit the /etc/sysctl.conf file, 
then enter this command again.

c. On SuSE systems only, enter the following command to cause the system 
to read the /etc/sysctl.conf file when it reboots:

# /sbin/chkconfig boot.sysctl on

Note: Make a note of the current values and identify any values 
that you must change.

Parameter Command

semmsl, semmns, 
semopm, and semmni

# /sbin/sysctl -a | grep sem

This command displays the value of the semaphore parameters 
in the order listed.

shmall, shmmax, and 
shmmni

# /sbin/sysctl -a | grep shm

file-max # /sbin/sysctl -a | grep file-max

ip_local_port_range # /sbin/sysctl -a | grep ip_local_port_range

This command displays a range of port numbers.

Note: Include lines only for the kernel parameter values that 
you want to change. For the semaphore parameters 
(kernel.sem) you must specify all four values. However, if any 
of the current values are larger than the recommended value, 
specify the larger value.
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Setting Shell Limits for the oracle User
To improve the performance of the software on Linux systems, you must increase 
the following shell limits for the oracle user:

To increase the shell limits:

1. Add the following lines to /etc/security/limits.conf file:

*               soft     nproc     2047
*               hard     nproc     16384
*               soft     nofile    1024
*               hard     nofile    65536

2. Add or edit the following line in the /etc/pam.d/login file, if it does not 
already exist:

session     required     /lib/security/pam_limits.so

3. Depending on the oracle user’s default shell, make the following changes 
to the default shell startup file:

■ For the Bourne, Bash, or Korn shell, add the following lines to the 
/etc/profile file (or the /etc/profile.local file on SuSE 
systems):

if [ $USER = "oracle"]; then
          if [ $SHELL = "/bin/ksh"]; then
                ulimit -p 16384
                ulimit -n 65536
          else
                ulimit -u 16384 -n 65536
          fi
fi

■ For the C or tcsh shell, add the following lines to the /etc/csh.login 
file (or the /etc/csh.login.local file on SuSE systems):

if ( $USER == "oracle" ) then
          limit maxproc 16384
          limit descriptors 65536
endif

Installation Issues
This section provides information about the following topics

■ Multiple CD-ROM Installation

■ runInstaller Script

■ Installing Databases with Database Configuration Assistant

■ Database Migration

Shell Limit Item in limits.conf Hard Limit

Maximum number of open file 
descriptors

nofile 65536

Maximum number of processes 
available to a single user

nproc 16384
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■ Steps to Update Natively Compiled Java Objects in the Database

■ Installing with Response Files

■ Unzip Utility for Downloading and Installing Oracle Patches

■ Performing Another Installation Using Oracle Universal Installer

■ Network Attached Storage Options for Real Application Clusters

■ Oracle Clustered File System

Multiple CD-ROM Installation
During installation of Oracle9i release 2 (9.2.0.4), you are prompted to insert 
additional CD-ROMs from the set that make up Oracle9i release 2 (9.2.0.4). After 
inserting the requested disk, change the path in the Disk Location text box to 
reflect the root directory of the newly mounted CD-ROM.

For example, when you want to insert Disk 3 with a directory path of 
/cdrom/orc1920_3, change the path in the Disk Location text box to 
/cdrom/orc1920_3.

runInstaller Script
Because it is necessary to insert and eject more than one CD-ROM during 
installation, do not launch Oracle Universal Installer either by running the 
runInstaller script from a shell where the current working directory is the 
CD-ROM mount point, or by clicking on the script in the File Manager window. 
In an X Window environment, it is possible to launch the Installer this way, but 
then the installation fails because you cannot eject a software CD-ROM until you 
end the installation session.

Instead, use the full CD-ROM path as shown in the following command syntax:

$ cdrom_mount_path/runInstaller

In the previous command, cdrom_mount_path corresponds to the directory where 
the CD-ROM is mounted.

Installing Databases with Database Configuration Assistant
Review the following information before running Database Configuration 
Assistant. 

SYS and SYSTEM Password Change Requirement
If you use Database Configuration Assistant to create a database, then you are 
required to change the SYS and SYSTEM passwords at the end of the 
configuration process. This is a new security procedure designed to protect 
access to your data.

Database Migration
Review the following sections if you want to migrate a database.

Note: Only migrations from release 9.2.0.4 on Linux x86 to 
release 9.2.0.4 on Linux x86-64 are supported.
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Migrating Oracle9i Single Instance Database from Linux x86 to Linux x86-64
Use the following procedure to migrate to Oracle9i on Linux x86-64:

1. Perform complete backups of the existing 9.2.0.4 database on the Linux x86 
system to protect against any failures during the migration.

2. To help with creating the control file after the migration, enter the following 
SQL command:

SQL> ALTER DATABASE BACKUP CONTROLFILE TO TRACE;

This command saves the control file information to a trace file in the UDUMP 
directory. The control file information is similar to the following:

CREATE CONTROLFILE REUSE DATABASE "SAMPLE" NORESETLOGS
NOARCHIVELOG
MAXLOGFILES 32
MAXLOGMEMBERS 2
MAXDATAFILES 32
MAXINSTANCES 1
MAXLOGHISTORY 112
LOGFILE
GROUP1 ’/ia32lnx_path/oracle/dbs/t_log1.f’ SIZE 25M,
GROUP2 ’/ia32lnx_path/oracle/dbs/t_log2.f’ SIZE 25M
DATAFILE
       ’/ia32lnx_path/oracle/dbs/t_DB1.F’
CHARACTER SET WE8DEC;

3. Perform a clean Oracle database shutdown.

4. Copy the database files to the Linux x86-64 system.

5. In a new Oracle home, install the Oracle9i release 2 (9.2.0.4) software for 
Linux x86-64.

6. Copy your existing Oracle initialization parameter file (initsid.ora) to the 
new Oracle home. Change any Oracle home path references to use the new 
Oracle home path on the Linux x86-64 system.

7. Start up the database using SQL commands similar to the following example:

SQL> STARTUP NOMOUNT;
CREATE CONTROLFILE REUSE DATABASE "SAMPLE" NORESETLOGS
MAXLOGFILES 32
MAXLOGMEMBERS 2
MAXDATAFILES 32
MAXINSTANCES 1
MAXLOGHISTORY 112
LOGFILE
GROUP 1 ’/lnx_x86-64_path/oracle/dbs/t_log1.f’ size 25M
GROUP 2 ’/lnx_x86-64_path/oracle/dbs/t_log2.f’ size 25M
DATAFILE
        ’/lnx_x86-64_path/oracle/dbs/t_db1.f’
CHARACTER SET WE8DEC
ALTER DATABASE OPEN 

Note: In the previous example, the path values will vary 
depending on your system.
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To change the word size of your release, enter the following command:

SQL> @$ORACLE_HOME/rdbms/admin/utlirp.sql

Oracle recommends that you run the utlrp.sql script after running the 
utlirp.sql script. The utlrp.sql script recompiles all PL/SQL modules 
that might be in an invalid state, including packages, procedures, and types. 
This is optional but Oracle recommends that you do it during installation 
and not at a later date. To run the utlrp.sql script, enter the following 
command:

SQL> @$ORACLE_HOME/rdbms/admin/utlrp.sql

8. Perform a clean shutdown of the database.

9. Perform a complete backup of the Oracle9i release 2 (9.2.0.4) database.

Migrating Oracle9i Real Application Clusters from Linux x86 to Linux x86-64 
Use the following procedure to migrate Oracle Real Application Clusters (RAC) 
to Oracle9i on Linux x86-64:

1. Perform steps 1 to 5 of "Migrating Oracle9i Single Instance Database from 
Linux x86 to Linux x86-64".

2. Use the following command to ensure that gsd is running:

$ ps -elf | grep gsd

Use the $ORACLE_HOME/bin/srvctl utility to add the database name and 
the cluster node names in Linux x86-64. For example, create a database as 
follows:

$ srvctl add database -d r920a -o ORACLE_HOME -m us.oracle.com \
-s /dev/raw/raw2

For example, to create each instance, enter the following:

$ srvctl add instance -d r920a -i r920a1 -n pl-adc.amd15

3. Set the Oracle SID for one of the database instances in the environment.

For the Bash or Korn shell:

$ ORACLE_SID -r920a1; export ORACLE_SID

For the C shell:

% setenv ORACLE_SID r920a1

4. Export the server parameter file (SPFILE) to a text initialization parameter 
file as follows.

SQL> CREATE PFILE = ’$ORACLE_HOME/dbs/initr920a1.ora’ FROM SPFILE = 
’/dev/raw/raw2’;

Note: At this point, the natively compiled Java objects in the 
migrated database are invalid. Refer to the section "Steps to Update 
Natively Compiled Java Objects in the Database" for the procedure 
to revalidate these objects.
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5. Edit the text initialization parameter file to update path names to point to the 
Linux x86-64 Oracle home directory along with any other required changes. 
Then re-create the SPFILE as follows:

SQL> CREATE SPFILE = ’/dev/raw/raw2’ FROM PFILE = ’$ORACLE_
HOME/dbs/initr920a1.ora’;

6. Directories listed in the SPFILE must exist before you start the database. 
Create these directories, ensuring that they have write permissions for the 
oracle user and dba groups.

7. Add a listener name for the database which listens on all cluster nodes to the 
$ORACLE_HOME/network/admin/tnsnames.ora file. Also add an entry 
for each instance. The following is an example of the entries:

LISTENERS_R920A.US.ORACLE.COM =

(ADDRESS_LIST =
(ADDRESS = (PROTOCOL = TCP) (HOST = pl-adc-amd15) (PORT = 1521)
(ADDRESS = (PROTOCOL = TCP) (HOST = pl-adc-amd16) (PORT = 1521)

LISTENERS_R920A1.US.ORACLE.COM =
(ADDRESS = (PROTOCOL = TCP) (HOST = pl-adc-amd15) (PORT = 1521)

LISTENERS_R920A2.US.ORACLE.COM =
(ADDRESS = (PROTOCOL = TCP) (HOST = pl-adc-amd16) (PORT = 1521)

8. Create a password file using the orapwd utility, similar to the following:

$ orapwd file=$ORACLE_HOME/dbs/orapwd920a1 entries=10 password=manager

9. Start the database without mounting it, using SQL commands similar to the 
following:

SQL> STARTUP NOMOUNT;
CREATE CONTROLFILE REUSE DATABASE "SAMPLE" NORESETLOGS
MAXLOGFILES 32
MAXLOGMEMBERS 2
MAXDATAFILES 32
MAXINSTANCES 1
MAXLOGHISTORY 112
LOGFILE
GROUP 1 ’/lnx_x86-64_path/oracle/dbs/t_log1.f’ size 25M
GROUP 2 ’/lnx_x86-64_path/oracle/dbs/t_log2.f’ size 25M
DATAFILE
        ’/lnx_x86-64_path/oracle/dbs/t_db1.f’
CHARACTER SET WE8DEC
ALTER DATABASE OPEN

10. Shut down the database.

Note: In the previous example, the path values will vary 
depending on your system.
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11. Before changing the word size of your release, you must edit the text 
initialization parameter file by adding the following line: 

_system_trig_enabled=false

12. Start the database as follows:

SQL> STARTUP PFILE = ’$ORACLE_HOME/dbs/init-r920a1.ora’

13. Check the amount of free space in the SYSTEM tablespace. Ensure there is 
enough room for SYSTEM tablespace to increase its size by 50%.

SQL> SELECT SUM (df.bytes) AS total,
SUM (fs.bytes) AS free,
(SUM (fs,bytes)/SUM(df.bytes) * 100) AS percent_free
FROM dba_data_files df,
DBA_FREE_SPACE fs
WHERE df.tablespace_name = ’SYSTEM’
AND
df.tablespace_name = fs.tablespace_name
GROUP BY df.tablespace_name

If you get a percent_free value less than 33%, then you must add a new raw 
device data file to SYSTEM tablespace, for example:

SQL> ALTER TABLESPACE SYSTEM ADD DATAFILE ’/dev/raw/raw108’ SIZE 200M;

14. To change the word size of your release, enter the following command:

SQL> @$ORACLE_HOME/rdbms/admin/utlirp.sql

Oracle recommends that you run the utlrp.sql script after running the 
utlirp.sql script. This script recompiles all PL/SQL modules that might 
be in an invalid state, including packages, procedures, and types. This is an 
optional step but Oracle recommends that you do it during installation and 
not at a later date. To run the utlrp.sql script, enter the following 
command:

SQL> @$ORACLE_HOME/rdbms/admin/utlrp.sql

15. Edit the text initialization parameter file to remove the following line:

_system_trig_enabled=false

16. Shut down and restart the database.

17. To create instances on the other cluster nodes, do the following: 

a. Copy the $ORACLE_HOME/network/admin/tnsnames.ora file to the 
same location on each node.

b. Create the dump directories listed in the text initialization parameter file 
in the Oracle home directory.

Note: At this point, the natively compiled Java objects in the 
migrated database are invalid. See "Steps to Update Natively 
Compiled Java Objects in the Database" for the procedure to 
revalidate these objects.
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c. Copy the text initialization parameter from the original node to the 
$ORACLE_HOME/dbs directory, changing its name to reflect the instance 
name on the current node.

d. Create a password file in the $ORACLE_HOME/dbs directory, ensuring its 
name includes the instance name for the node.

e. Start up the instance.

Steps to Update Natively Compiled Java Objects in the Database
To use natively compiled Java objects for Linux x86-64, use the following 
procedure to update compiled Java objects in the database:

1. Connect to the database as user SYSTEM.

2. Enter the following command:

SQL> CREATE OR REPLACE JAVA SYSTEM;

Installing with Response Files
For installation with a response file, the path to the response file must be the full 
path on the system. Oracle Universal Installer does not handle relative paths 
properly.

Unzip Utility for Downloading and Installing Oracle Patches
An unzip utility is provided with Oracle9i release 2 (9.2.0.4) for uncompressing 
Oracle patches downloaded from OracleMetaLink. The utility is located in the 
following directory:

$ORACLE_HOME/bin/

Performing Another Installation Using Oracle Universal Installer
If you want to install another product, do not use the Next Install button on the 
End of Installation screen of Oracle Universal Installer. Restart Oracle Universal 
Installer to install another product.

Network Attached Storage Options for Real Application Clusters
RAC databases on network attached storage (NAS) file systems are not 
supported for SuSE Linux Enterprise Server 8. For Red Hat Enterprise Linux 3, 
download the patch for Oracle bug number 3585719 from the OracleMetalink Web 
site at:

http://metalink.oracle.com/

Note: Single-instance databases on NAS file systems are 
supported for Red Hat Enterprise Linux 3 and SuSE Linux 
Enterprise Server 8.
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If you choose to use network attached storage (NAS) for Real Application 
Clusters (RAC), do the following:

1. Install Cluster Manager and RAC.

If you want the quorum disk for Cluster Manager to reside on NAS rather 
than raw devices, then in the Quorum Disk Entry screen, enter the file name 
on NAS. 

2. In the Database Configuration Assistants (DBCA) screen, cancel the DBCA 
screen, then invoke DBCA from the command line as follows:

$ $ORACLE_HOME/bin/dbca -datafileDestination destination_datafiles

In the previous example, destination_datafiles represents the 
destination for all data files. For example, if you create a symbolic link from a 
NAS location to the $ORACLE_HOME/oradata directory, then invoke DBCA 
as follows:

$ $ORACLE_HOME/bin/dbca -datafileDestination $ORACLE_HOME/oradata

This creates a RAC database on NAS storage as pointed to by the oradata 
directory.

Oracle Clustered File System
Oracle clustered file system (OCFS) is not supported for Linux x86-64. When 
OCFS is available for Linux x86-64, and the certification process is complete, 
OCFS will be available for RAC. This information will be available on the Certify 
Web pages on the OracleMetalink Web site at: 

http://metalink.oracle.com

Product-Related Issues
This section provides information about the following topics:

■ Character Sets

■ Demo Schema

■ Oracle Internet Directory (OID)

■ Oracle Real Application Clusters

■ PL/SQL Native Compilation

■ Building Pro*C Applications if PostgreSQL is Installed

■ OCCI Applications on Red Hat Enterprise Linux 3

■ OCCI Support for SuSE Linux Enterprise Server 8

Note: Only the data files, quorum file and shared configuration 
file can be located on NAS.
13
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Character Sets
The following section provides information about restrictions and updates to 
character sets.

Oracle9i NCHAR Data Types
In Oracle9i release 2 (9.2.0.4), the SQL NCHAR data types are limited to the 
Unicode character set encoding (UTF8 and AL16UTF16). Alternative character 
sets such as the fixed-width Asian character set JA16SJISFIXED in Oracle8i are no 
longer supported.

To migrate existing NCHAR, NVARCHAR, and NCLOB columns, and to export 
and import NCHAR columns, complete the following steps:

1. Export all SQL NCHAR columns from Oracle8i.

2. Drop the SQL NCHAR columns.

3. Migrate the database to Oracle9i.

4. Import the SQL NCHAR columns to Oracle9i.

AL24UTFFSS Character Set
Oracle9i release 2 (9.2.0.4) does not support the Unicode character set 
AL24UTFFSS introduced in Oracle7. This character set was based on the Unicode 
standard 1.1, which is now obsolete.

Oracle9i release 2 (9.2.0.4) supports the Unicode database character sets 
AL32UTF8 and UTF8. These database character sets include the Unicode 
enhancements based on the Unicode standard 3.0.

To migrate the existing AL24UTFFSS database, upgrade your database character 
set to UTF8 before upgrading to Oracle9i. Oracle recommends that you use the 
Character Set Scanner for data analysis before attempting to migrate your 
existing database character set.

Character Set Scanner
Set the variable LD_LIBRARY_PATH to include the directory $ORACLE_
HOME/lib before running the Character Set Scanner (csscan) from the Oracle 
home directory. If you do not set the variable LD_LIBRARY_PATH correctly, then 
the csscan utility will fail.

Demo Schema
If you select a multibyte character set or UTF as the national character set in 
Oracle9i release 2 (9.2.0.4), then you must recreate the demo schema and the 
database installation.

For more information about creating schemas, schema dependencies and 
requirements, refer to the readme.txt file in the directory $ORACLE_
HOME/demo/schema.

Oracle Internet Directory (OID)
Review the following information if you intend to install Oracle Internet 
Directory (OID).
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Starting Up OID Server
By default, the OID server is started on port 389. If this port is unavailable, then 
the OID server is started on a different port, which is logged in the following file:

$ORACLE_HOME/ldap/install/oidca.out

Custom Installation and Global Database Name
When performing a custom Oracle Internet Directory installation, do not change 
the global database name or the Oracle SID.

Oracle Directory Manager is not Supported
Oracle Directory Manager, a Java-based tool for administering Oracle Internet 
Directory, is not supported in this release. This is due to a Java VM issue with 
JDK 1.4 on this platform. This issue is tracked through Oracle bug number 
2803056.

Until the patch is available for this problem, use one of the following methods to 
administer Oracle Internet Directory on this platform:

■ Use Oracle Directory Manager from 9.2.x release on any other platforms

■ Use command-line tools

Oracle Real Application Clusters
Review the following sections to install Oracle Real Application Clusters.

Detaching Watchdogd from Cluster Manager (Bug 2495915)
The 9.2.0.4 version of oracm for Linux refers to a Linux kernel module called 
hangcheck-timer, which is bundled as part of the Linux distribution. The 
hangcheck-timer module monitors the Linux kernel for extended operating 
system delays that could affect the reliability of a RAC node, and cause a 
database corruption. If a delay occurs, the module reboots the node in seconds. 
In previous releases, this functionality was implemented using the Watchdog 
Daemon (watchdogd), but watchdogd is now deprecated. Using the 
hangcheck-timer module offers the following benefits:

■ Node resets are triggered from within the Linux kernel, making them much 
less affected by system load

■ oracm on a RAC node can easily be stopped and re-configured, because its 
operation is completely independent of the kernel module

The hangcheck-timer module is not required for oracm operation, but Oracle 
recommends that you use it.

You can use the hangcheck_tick and hangcheck_margin parameters to 
control the behavior of the module as follows:

■ The hangcheck_tick parameter defines how often, in seconds, the 
hangcheck-timer checks the node for delays. The default value is 60 
seconds.

See Also: For information about how to use command-line 
tools, see the Oracle Internet Directory Administrator’s Guide.
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■ The hangcheck_margin parameter defines how long the timer waits, in 
seconds, for a response from the kernel. The default value is 180 seconds.

If the kernel fails to respond within the sum of the hangcheck_tick and 
hangcheck_margin parameter values, the hangcheck-timer module reboots 
the system. Using the default values, the node would be rebooted if the kernel 
fails to respond within 240 seconds.

Configuration Parameter Changes for oracm on Linux
The following section provides new configuration information for kernel 
parameters with this release.

KernelModuleName  KernelModuleName is a new configuration parameter in the 
cmcfg.ora file. It defines the name of the hangcheck-timer module to Oracle 
Cluster Manager (oracm) so that oracm can determine if the module is correctly 
loaded.

If the hangcheck-timer module that KernelModuleName defines is not 
loaded or is incorrectly specified, then oracm will produce a series of error 
messages in the system log (/var/log/messages). However, it will not 
prevent the oracm process from running. If you use the hangcheck-timer 
module, then you must load it before starting oracm.

To set the value for KernelModuleName, enter the following line in the 
cmcfg.ora file:

KernelModuleName=hangcheck-timer

CMDiskFile  Setting CMDiskFile is mandatory. Set the parameter to ensure that a 
CM quorum partition is used, and to enable oracm to handle certain kinds of 
hardware and software errors that affect cluster participation more reliably. 

Recommended Configuration Defaults  The following table lists the parameter values 
Oracle recommends that you use to load the hangcheck-timer module, and to 
start oracm.

Set the parameter MissCount to a large value, 180 seconds or greater. The value 
must be greater than the sum of hangcheck_tick and hangcheck_margin.

During testing of Oracle RAC on Linux under high loads, Oracle has observed 
long delays in the processing of certain memory and communication-based 
Linux operating system calls. The causes of these delays are under investigation 
and will be fixed as soon as possible. Until fixed, these delays ensure that at 
times, other Cluster Manager threads or other RAC nodes will appear terminated 
to Oracle Cluster Manager, when they actually are waiting for a system call to 
complete. Setting the parameter MissCount to a high value prevents Cluster 

Parameter Service Value

hangcheck_tick hangcheck-timer 30 seconds

hangcheck_margin hangcheck-timer 180 seconds

KernelModuleName oracm hangcheck-timer

MissCount oracm (hangcheck_tick + hangcheck_
margin) >210 seconds
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Manager from registering these delays as a thread or node termination. This 
avoids situations where Cluster Manager shuts down or incorrectly changes the 
runtime configuration of the operating nodes, and maintains the availability and 
reliability of a RAC cluster. Use a high MissCount parameter setting until 
Oracle issues a patch to fix the cause of these operating system delays.

Verification of Hangcheck-Timer  The hangcheck-timer module is part of SuSE 
Linux Enterprise Server 8 and Red Hat Enterprise Linux 3. To verify that the 
hangcheck-timer module is running on every node: 

1. Enter the following command on each node to determine which kernel 
modules are loaded:

# /sbin/lsmod

2. If the hangcheck-timer module is not listed for any node, enter a 
command similar to the following to start the module on that node:

# /sbin/insmod hangcheck-timer hangcheck_tick=30 hangcheck_margin=180

3. To ensure that the module is loaded every time the system reboots, verify 
that the local system startup file contains the command shown in the 
previous step, or add it if necessary:

■ Red Hat:

On Red Hat Enterprise Linux systems, add the command to the 
/etc/rc.d/rc.local file.

■ SuSE:

On SuSE systems, add the command to the /etc/init.d/boot.local 
file.

See "Detaching Watchdogd from Cluster Manager (Bug 2495915)" for information 
about the hangcheck-timer module parameters.

Install the 9.2.0.4 Cluster Manager Using the Oracle Universal Installer (OUI)  Perform the 
following steps from a single node in a cluster.

1. Log in to a RAC node as the oracle user.

2. Make sure that the ORACLE_HOME environment variable is set correctly.

3. Enter a command similar to the following to start the Installer:

$ /cdrom_mount_path/runInstaller

In the previous command, cdrom_mount_path corresponds to the directory 
where the CD-ROM is mounted.

The Welcome screen appears.

4. Click Next. The File Locations screen appears.

5. Click Browse for the Source entry field.

6. Click Next on the File Locations screen. The Available Product screen 
appears.

Note: Only one instance of oracm can run per node.
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7. Choose Oracle Cluster Manager 9.2.0.4, then click Next. The Public Node 
Information screen appears.

8. Enter the public node names for each RAC node, then click Next. The Private 
Node Information screen appears.

9. Enter the private node names in the same order corresponding to that given 
in the previous Public Node Information screen. Click Next. The Quorum 
Disk Entry screen appears.

10. Enter a file name that will be shared across all cluster nodes, then click Next. 
The Summary screen appears.

11. Verify that all the information is correct.

12. Click Install. The Oracle Cluster Manager is installed on all RAC nodes and 
the End of Installation screen appears.

13. Click Exit.

Installing Real Application Clusters Using Oracle Universal Installer  When Cluster 
Manager is installed, configured, and started, use the same Oracle home 
directory to install Real Application Clusters (RAC). Before starting Oracle 
Universal Installer, set the ORACLE_HOME environment variable to point to the 
same Oracle home directory used for the Cluster Manager installation.

Real Application Clusters Custom Installation Requirement
If you plan to create an Oracle Enterprise Manager repository in an existing 
database, and you plan to use the DRSYS tablespace for the repository, then 
ensure that the DRSYS tablespace raw device data file has an additional 50 MB of 
free space. This is in addition to the 250 MB size documented for this raw device.

Real Application Clusters and Database Configuration Assistant
The following section provides information about using Database Configuration 
Assistant (DBCA) to create a Real Application Clusters database.

Real Application Clusters Instance Management
After you have created a cluster database using DBCA, SYSDBA privileges are 
revoked for all users. As SYSDBA, you must grant SYSDBA privileges explicitly 
to the database user account that you plan to use for adding or deleting an 
instance to or from the cluster database.

For example, to grant SYSDBA privileges to the administrative user SYS, issue 
the following commands:

$ sqlplus "/ as sysdba"
SQL> grant sysdba to sys;
SQL> exit;

PL/SQL Native Compilation
This section provides additional information to assist in setting up and 
configuring native C code compilation of PL/SQL statements. 

If you are a first-time user of native PL/SQL compilation, then Oracle 
recommends that you configure a test database first before proceeding to a 
production environment.
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Back up your database before configuring the database for PL/SQL native 
compilation.

Determining Whether to Use PL/SQL Native Compilation
You must first determine if you will obtain performance gains by enabling 
PL/SQL native compilation.

For each program unit, interpreted PL/SQL is compiled into machine-readable 
m-code, which is stored in the database, and interpreted at runtime.

For PL/SQL statements using PL/SQL native compilation, Oracle9i takes 
PL/SQL statements and generates corresponding C-code. Oracle9i then uses the 
makefile $ORACLE_HOME/plsql/spnc_makefile.mk, and the supported 
operating system C compiler, linker, and make utilities, to compile and link the 
resulting C-code into shared libraries, which are stored externally from the 
database. These shared library files are then loaded and run when the 
corresponding PL/SQL statement is invoked at runtime. In accordance with OFA 
recommendations, the shared libraries should be stored near the data files.

C-code runs faster than PL/SQL, but it takes longer to compile than m-code.

PL/SQL native compilation provides the greatest performance gains for 
computation-intensive procedural operations. Examples of such operations are 
data warehouse applications, and applications with extensive server-side 
transformations of data for display. In such cases, expect speed increases of up to 
30%.

For PL/SQL program units that merely invoke SQL statements, and do not 
implement significant procedural logic, the performance benefits of native 
compilation will be small. However, natively compiled PL/SQL will always be at 
least as fast as the corresponding interpreted code.

When you have decided that you will have significant performance gains in 
database operations using PL/SQL native compilation, Oracle recommends that 
you compile the whole database as NATIVE.

Required Parameters for PL/SQL Native Compilation
In all circumstances, whether you intend to compile a database as NATIVE, or 
you intend to compile individual PL/SQL units at the session level, you must set 
all required parameters.

System Parameters  The following table lists the mandatory PL/SQL native 
compilation initialization parameters. They can be set only at the system level.

Note: The examples in this section for setting system 
parameters for PL/SQL native compilation assume a system 
using a server parameter file (SPFILE).

If you use a text initialization parameter file (PFILE, or 
initsid.ora), then ensure that you change parameters in your 
initialization parameter file, as indicated in the following table.
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Session Level Initialization Parameter  The parameter PLSQL_COMPILER_FLAGS 
determines whether PL/SQL code is natively compiled or interpreted, and 
determines whether debug information is included. The default setting is 
INTERPRETED,NON_DEBUG. To enable PL/SQL native compilation, you must set 
the value of PLSQL_COMPILER_FLAGS to NATIVE.

If you compile the whole database as NATIVE, then Oracle recommends that you 
set PLSQL_COMPILER_FLAGS at the system level.

Use the following syntax to set this parameter:

SQL> alter dynamic set plsql_compiler_flags='FLAG_A, FLAG_B'

where:

■ The variable dynamic is either session or system.

■ The variable FLAG_A is the code method you select.

The following are possible values for the variable FLAG_A:

- INTERPRETED: compile in interpreted mode.

- NATIVE: compile in native mode.

■ The variable FLAG_B is the debug option you select. For this release, you 
cannot select NATIVE,DEBUG.

The following are possible values for the variable FLAG_B:

- DEBUG: PL/SQL modules are compiled with PROBE debug symbols.

- NON_DEBUG: PL/SQL modules are compiled without PROBE debug 
symbols.

Parameter Characteristics

PLSQL_NATIVE_MAKE_
UTILITY

The full path to the make utility on your operating 
system.

PLSQL_NATIVE_MAKE_
FILE_NAME

The full path to the makefile used to create the shared 
libraries that contain natively compiled PL/SQL code.

PLSQL_NATIVE_LIBRARY_
DIR

The full path and directory name used to store the 
shared libraries that contain natively compiled PL/SQL 
code.

In accordance with OFA rules, Oracle recommends that 
you create the shared library directory as a subdirectory 
where the data files are located.

For security reasons, only the users oracle and root 
should have write privileges for this directory.

PLSQL_NATIVE_LIBRARY_
SUBDIR_COUNT

The number of subdirectories in the directory specified 
by the parameter PLSQL_NATIVE_LIBRARY_DIR.

Optional; use if the number of natively compiled C 
program units exceed 15000. If you need to set this 
option, refer to the section Setting Up PL/SQL Native 
Library Subdirectories.

PLSQL_NATIVE_C_
COMPILER

Do not set this parameter.

PLSQL_NATIVE_LINKER Do not set this parameter.
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Setting Up Databases for PL/SQL Native Compilation
Use the procedures in this section to set up databases for PL/SQL native 
compilation.

Creating a New Database for PL/SQL Native Compilation  If you use Database 
Configuration Assistant, then use its features to set the initialization parameters 
required for PL/SQL native compilation, as described in "Required Parameters 
for PL/SQL Native Compilation".

See "Operating System Requirements" to find the supported C compiler on your 
operating system, and determine from your system administrator where it is 
located on your system. You will need to provide the path during installation.

The PL/SQL native compilation makefile, spnc_makefile.mk, already has the 
path of the link editor utility on the Linux x86-64 operating system.

Determine if you need to set the initialization parameter PLSQL_NATIVE_DIR_
SUBDIR_COUNT, and create PL/SQL native library subdirectories if necessary.

By default, PL/SQL program units are kept in one directory. However, if the 
number of program units exceeds 15,000, then the operating system begins to 
impose performance limits. To work around this problem, Oracle recommends 
that you spread the PL/SQL program units in subdirectories.

If you have set up a test database, then use the following SQL query to determine 
how many PL/SQL program units you are using:

select count (*) from DBA_OBJECTS 
   where object_type in (
     select distinct object_type from dba_stored_settings
       where object_type not like ’%BODY%’ );

If the application object count returned by this query is greater than 15,000, then 
complete the procedure described in "Setting Up PL/SQL Native Library 
Subdirectories".

Modifying an Existing Database for PL/SQL Native Compilation  To natively compile an 
existing Oracle9i database, complete the following procedure:

1. Download the scripts and follow the instructions at the following Web site:

http://otn.oracle.com//tech/pl_sql/htdocs/README_2188517.htm

2. Contact your system administrator to ensure that you have the required 
GNU C compiler on the operating system, and obtain the path for its 
location. Use a text editor such as vi to open the spnc_makefile.mk file, 
and set the value of the variable CC to that path.

Also ensure that the make and link editor utilities are in the default locations 
on the operating system.

3. Set the value for the initialization parameter PLSQL_NATIVE_MAKE_FILE to 
the full path of the directory where the makefile shipped with Oracle9i for 
native PL/SQL compilation is installed. The path and name of this makefile 
is as follows:

$ORACLE_HOME/plsql/spnc_makefile.mk

To confirm that the path is entered correctly, enter the following:

select value from v$parameter where name = 'plsql_native_make_file_name'; 
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This statement should return a response similar to the following:

VALUE
---------------------------------------------------------------
/oracle/product/9.2.0/plsql/spnc_makefile.mk

4. As the oracle user, create the PL/SQL native library directory for each 
Oracle database.

5. Using SQL, set the initialization parameter PLSQL_NATIVE_LIBRARY_DIR 
to the full path to the PL/SQL native library.

For example, if the path to the PL/SQL native library directory is 
/oracle/oradata/mydb/natlib, then enter the following:

SQL> alter system set plsql_native_libary_
dir='/oracle/oradata/mydb/natlib'

6. Determine if you need to set the initialization parameter PLSQL_NATIVE_
DIR_SUBDIR_COUNT, and create PL/SQL native library subdirectories if 
necessary.

By default, PL/SQL program units are kept in one directory. However, if the 
number of program units exceeds 15000, then the operating system begins to 
impose performance limits. To work around this problem, Oracle 
recommends that you spread the PL/SQL program units in subdirectories.

If you have an existing database that you will migrate to the new installation, 
or if you have set up a test database, then use the following SQL query to 
determine how many PL/SQL program units you are using:

select count (*) from DBA_OBJECTS 
  where object_type in ( 
    select distinct object_type from dba_stored_settings 
      where object_type not like '%BODY%' );

Note: You must use the full path of the Oracle home directory. 
Do not use an environmental variable such as ORACLE_HOME 
in place of the full path.

Note: You must set up PL/SQL libraries for each Oracle 
database. Shared object (.so) files are logically connected to the 
database, as they are C-code counterparts to the m-code of 
interpreted statements that are stored in the database. They 
cannot be shared between databases. If you set up PL/SQL 
libraries to be shared, then the databases will become corrupted.

Create a directory in a secure place, in accordance with OFA 
rules, to prevent .so files from unauthorized access.

As .so files logically are a part of the database, ensure that they 
are backed up with the database.

In addition, ensure that the OS utilities used for PL/SQL native 
compilation are writable only by a properly secured user.
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If the application object count returned by this query is greater than 15,000, 
then complete the procedure described in "Setting Up PL/SQL Native 
Library Subdirectories".

7. Set the remaining required initialization parameters as listed in the table in 
"System Parameters".

8. Create the following SQL program to confirm that PL/SQL native 
compilation is enabled:

SQL> create procedure Hello is
begin
   DBMS_Output.Put_line ( 'Hello NATIVE' );
end Hello;

9. Run the test SQL program Hello:

SQL> execute Hello;

If the program does not return the output "Hello NATIVE", then contact 
Oracle Support for assistance.

Setting Up PL/SQL Native Library Subdirectories  If you need to set up PL/SQL native 
library subdirectories, then use the following procedure:

1. Create subdirectories sequentially in the form of d0, d1, d2, d3...dx, where x 
is the total number of directories. Oracle recommends that you use a script 
such as the following for this task: 

begin
for j in 0..999
loop
Dbms_output.Put_Line ( ’mkdir d’ || To_Char(j) );
end loop;
end;

2. To set the initialization parameter PLSQL_NATIVE_DIR_COUNT to enable 
access to the subdirectories, start SQL*Plus, and enter a SQL statement using 
the following syntax:

SQL> alter system set plsql_native_library_subdir_count=number

In the previous command, the variable number represents the number of 
subdirectories that you create. For example, if you create 1000 subdirectories, 
then you would enter the following SQL statement:

SQL> alter system set plsql_native_library_subdir_count=1000

Real Application Clusters and PL/SQL Native Compilation
To use PL/SQL Native Compilation in a RAC environment, you need to set the 
PLSQL_NATIVE_LIBRARY_DIR initialization parameter to a directory on a 
genuine shared file system. PL/SQL Native Compilation cannot be used in a 
RAC environment on Linux x86-64.

Dependencies, Invalidation, and Revalidation
Dependencies between database objects are handled in the same manner as in 
previous Oracle RDBMS versions. If an object on which a natively compiled 
PL/SQL program unit depends changes, then the PL/SQL module is 
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invalidated. The next time the same program unit is processed, the RDBMS 
attempts to revalidate the module. When a module is recompiled as part of 
revalidation, it is compiled using its stored setting (the setting in force the last 
time the module compiled and appeared in the USER/ALL/DBA_STORED_
SETTINGS data dictionary views.).

The stored settings are only used when recompiling as part of revalidation. If a 
PL/SQL module is explicitly compiled through the SQL commands "create or 
replace" or "alter...compile", then the current session setting is used.

Natively compiled PL/SQL program units are dependent on their 
implementation shared libraries. The RDBMS is unable to track deletions or 
location changes of these library dependencies, as the shared libraries are on the 
OS file system, external from the database.

If a shared library is deleted or moved, then you will see an ORA-06549 error. 
The program unit is not marked invalid, as the removal of a library is 
undetectable to the Oracle RDBMS until the module is run. To recreate the 
missing library, you must explicitly recompile it, or recreate it from the source.

For example, if the shared library in which the test program "Hello" is deleted or 
moved, use the following procedure to correct the problem:

$ sqlplus scott/tiger

SQL> alter session set plsql_compiler_flags=’NATIVE’

Session altered

SQL> alter procedure Hello compile;

Procedure altered.

SQL> exit

$ ls /usr/app/oracle/product/9.2.0.2.0/plsql_libs

HELLO__SCOTT__0.so

If you delete a PL/SQL program unit on the Oracle RDBMS, the shared libraries 
on the OS file system remain; you must delete these files manually when they are 
no longer needed.

Building Pro*C Applications if PostgreSQL is Installed
If the postgresql-devel package is installed on the system, add the following 
directory to the beginning of the sys_include parameter in the $ORACLE_
HOME/precomp/admin/pcscfg.cfg file before building Pro*C applications.

$ORACLE_HOME/precomp/public

See Also: Oracle9i Database Reference, PL/SQL User’s Guide and 
Reference, and Note 151224.1 on OracleMetalink.

Note: Expand $ORACLE_HOME to the full Oracle home path 
when adding the previous line to the pcscfg.cfg file.
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If you do not make this change, you may encounter errors similar to the 
following when linking the applications:

/tmp/ccbXd7v6.o(.text+0xc0): In function ’drop_tables’: : undefined reference 
to ’sqlca’

OCCI Applications on Red Hat Enterprise Linux 3
On Red Hat Enterprise Linux 3, you must use version 2.96 of the g++ complier 
(/usr/bin/g++296) to compile Oracle 32 bit C++ Call Interface (OCCI) 
applications. g++ version 3.3 is not supported for compiling 32 bit OCCI 
applications.

OCCI Support for SuSE Linux Enterprise Server 8
For this release, 32 bit OCCI is not supported on SuSE Linux Enterprise Server 
(SLES) 8. This issue is tracked through Oracle bug number 3426344. 

Platform-Specific Product Restrictions
The following product information supersedes the information in Oracle9i 
Installation Guide Release 2 (9.2.0.1.0) for UNIX Systems.

■ Legato NetWorker Single Server is not supported.

■ Messaging Gateways is not supported with MQ Series.

■ Native compilation of PL/SQL in a RAC environment is not supported.

■ Oracle Advanced Security:

- Radius challenge response authentication is not supported.

- CyberSafe is not supported.

- DCE Integration is not supported.

- Entrust is not supported.

- nCipher secure accelerator is not supported in this release.

- Identix is not supported.

■ Oracle Enterprise Manager (Console and Management packs) are not 
supported.

■ Oracle JDBC Thin Driver and Oracle JDBC/OCI Driver for JDK 1.1 is not 
supported.

■ Oracle Management Server is not supported.

■ Oracle Text: The INSO_FILTER is not available.

■ The Precompiler options Pro*COBOL (32-bit and 64-bit), Pro*FORTRAN, and 
SQL Module for Ada are not supported. 

■ Oracle Real Application Clusters Guard is not supported.

■ Transparent Gateways and Generic Connectivity is not supported.
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Post-Installation Issues
This section presents information about post-installation and database runtime 
issues in the following topics:

■ Java Secure Socket Extension (JSSE)

■ Control File Size Limits

■ Enabling, Using, and Disabling Asynchronous I/O

■ How to Determine Whether Segments or Tablespaces are Using Compression

Java Secure Socket Extension (JSSE)
Java Secure Socket Extension (JSSE) security features have now been integrated 
into the Java 2 SDK, Standard Edition, version 1.4, and are no longer an optional 
package. Therefore, JSSE is not mutually compatible with Oracle Java SSL 
implementation.

To correct this problem, use one of the following procedures:

■ If you are using an export version of JDK, then the jsse.jar file MUST be 
removed from the system jdk, otherwise the Oracle Java SSL will throw 
class cast exceptions.

■ If you are using a domestic version of JDK and the jsse.jar file is in your 
CLASSPATH, then use jssl-1_1.jar and set the 
ssl.SocketFactory.provider and the ssl.ServerSocketFactory 
Java security properties in the JAVA_
HOME/jre/lib/security/java.security directory as follows:

ssl.SocketFactory.provider=oracle.security.ssl.OracleSSLSocketFactoryImpl

ssl.ServerSocketFactory.provider=oracle.security.ssl.OracleSSLServerSocke
tFactoryImpl

Control File Size Limits
In addition to the database, a number of other Oracle features use control files to 
record metadata. The maximum size of control files is limited by the size of the 
minimum data block size that your operating system permits. On Linux, the 
minimum data block size is 2048 bytes, and the maximum size of control files is 
20000 database blocks.

Enabling, Using, and Disabling Asynchronous I/O
Oracle9i for Linux x86-64 is shipped with asynchronous I/O support disabled. 
Use the following procedure to enable asynchronous I/O:

Note: Asynchronous I/O is not supported on ext2 and ext3 file 
systems for Red Hat Enterprise Linux 3. For more information, 
see "Asynchronous I/O on File Systems for Red Hat Enterprise 
Linux 3"
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1. Stop all Oracle instances that are running.

2. Enter the following commands:

$ cd $ORACLE_HOME/rdbms/lib
$ make -f ins_rdbms.mk async_on

The Oracle server binary is relinked to enable asynchronous I/O.

To use asynchronous I/O on raw devices, set the value of the Oracle initialization 
parameter DISK_ASYNCH_IO to true.

To use asynchronous I/O on regular file systems:

■ Ensure that all Oracle data files reside on file systems that support 
asynchronous I/O (for example, ext2)

■ Set the value of the Oracle initialization parameter DISK_ASYNCH_IO to 
true

■ Set the value of the Oracle initialization parameter FILESYSTEMIO_
OPTIONS to asynch

To disable asynchronous I/O, use the following procedure:

1. Stop all Oracle instances that are running.

2. Enter the following commands:

$ cd $ORACLE_HOME/rdbms/lib
$ make -f ins_rdbms.mk async_off

The Oracle server binary is relinked to disable asynchronous I/O.

How to Determine Whether Segments or Tablespaces are Using 
Compression
The following section provides additional information about database 
management.

Segments and Compression Settings
To find out which database segments are using compression, log in to the 
database as the user SYS, and create the view all_segs with the following 
create or replace view statement:

SQL> create or replace view all_segs
     (owner, segment_name,
       partition_name, spare1
as
select u.name, o.name, o.subname, s.spare1
from sys.user$ u, sys.obj$ o, sys.ts$ ts, sys.sys_objects so,
     sys.seg$ s, sys.file$ f
where s.file# = so.header_file
   and s.block# = so.header_block
   and s.ts# = so.ts_number
   and s.ts# = ts.ts#
   and s.ts# = so.object_id
   and o.owner# = u.user#
   and s.type# = so.object_type_id
   and s.ts# = f.ts#
   and s.file# = f.relfile#
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union all
select u.name, un.name, NULLL, NULL
from sys.user$ u, sys.ts$ ts, sys.undo $ un, sys.seg$ s,
     sys.file$ f
where s.file# = un.file#
   and s.block# = un.block
   and s.ts# = un.ts#
   and s.ts# = ts.ts#
   and s.user# = u.user#
   and s.type# in (1, 10)
   and un.status$ != 1
   and un.ts# = f.ts#
   and un.file# = f.relfile#
union all
select u.name, to_char(f.file#)|| '.' || to_char(s.block#), NULL, NULL
from sys.user$ u, sys.ts$ ts, sys.seg$ s, sys.file$ f
where s.ts# = ts.ts#
   and s.user# = u.user#
   and s.type# not in (1, 5, 6, 8, 10)
   and s.ts# = f.ts#
   and s.file# = f.relfile#
/

After creating this view, you can issue queries against the view to find out 
whether a segment currently is compressed, as illustrated in the following 
examples:

■ To determine if a segment is currently compressed, apply the following 
predicate in a query to the column spare1:

bitand(spare1, 2048) > 0

For example, to see if segments currently are compressed, issue a statement 
similar to the following:

SQL> select * from all_segs where bitand(spare1,2048) > 0;

■ To determine if a segment contains any compressed blocks, apply the 
following predicate in a query:

bitand(spare1, 4096) > 0

For example, to see which segments contain any compressed blocks, issue a 
statement similar to the following:

SQL> select * from all_segs where bitand(spare1, 4096) > 0;

Tablespaces and Compression Settings
To determine compression settings on a table space, log in as SYS, and create the 
view compression_ts with the following create or replace view statement:

SQL> create or replace view compression_ts (tablespace_name, flags) as select 
ts.name, ts.flags from
sys.ts$ ts where ts.online$ !=3;

After creating this view, issue queries against it to find out the compression state 
of tablespaces (such as determining if a tablespace is currently set as DEFAULT 
COMPRESS, or DEFAULT NOCOMPRESS), as illustrated in the following examples:
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■ To determine if a tablespace is currently set as DEFAULT COMPRESS, use the 
following predicate:

bitand(flags, 64) > 0

For example, to see which tablespaces are currently DEFAULT COMPRESS, 
issue a statement similar to the following:

SQL> select * from compression_ts where bitand(flags, 64) > 0

■ To determine if a tablespace is currently set as DEFAULT NOCOMPRESS, use 
the following predicate:

bitand(flags, 64) == 0

For example, to see which tablespaces are currently DEFAULT NOCOMPRESS, 
issue a statement similar to the following:

select * from compression_ts where bitand(flags, 64) == 0;

Alerts
The following section provides information about forthcoming product changes.

Using SYS.DUAL for Updates
Starting with Oracle Database 10g, using the table SYS.DUAL for updates will be 
prohibited. If you need to update SYS.DUAL to enforce concurrency control of 
your application, then Oracle recommends that you use dbmslock.sql as a 
viable alternative. SYS.DUAL will be still available for selections. 

Known Issues
The following is a list of known issues that affect Oracle9i Release 2 (9.2.0.4).

JDK Compatibility
Linux x86-64 uses the 32-bit Java kits JDK 1.4.2 extensively, as 64-bit versions are 
not currently available. Because of these 32-bit JDKs, Oracle has observed 
compatibility issues in the following cases:

■ Running 32-bit applications and attempting to load 64-bit shared objects

■ Running 64-bit applications and attempting to load 32-bit shared objects

CORE Version Shows 9.2.0.3 in V$VERSION
The CORE version in V$VERSION shows 9.2.0.3 after a successful upgrade of the 
database. This does not cause any problems, and can be ignored by the user.

DBCA Returns ORA-29807 Error During Database Creation
While creating the database using Database Configuration Assistant, it returns an 
ORA-29807 error. You can ignore this error.
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Cannot Use a Database Link to Select Data From a View
Using a database link to connect to a read-only database to select data from a 
view fails, and returns errors ORA-4052, ORA-604, ORA-372, ORA-1110, and 
ORA-2063. You cannot use a database link to select data from a view using a 
cursor loop.

This issue is tracked through Oracle bug numbers 2033385 and 2181830.

Workaround
Avoid using the database link to query views using a cursor loop. This problem 
occurs only with a view. It does not occur when using a SELECT statement 
directly from the view using a cursor loop to select from a table.

Oracle Streams Wizard Generates Incorrect Scripts
When using the Oracle Streams Wizard, through Oracle Management Server or 
in standalone mode, to configure replication, the generated scripts are incorrect 
and may produce errors such as "ORA-26687 Instantiation SCN not set" or 
"ORA-1403 no data found". This issue is tracked through Oracle bug numbers 
2301915, 2318295, and 2326341. Contact Oracle Support Services for an Oracle 
Enterprise Manager and Oracle Management Server patch that will produce the 
correct scripts. Use the bug numbers as a patch reference.

Scrollable ResultSet Returns Incorrect NCHAR Character Byte Size
Scrollable ResultSet returns 3 times NCHAR character byte size when database 
character set is UTF8. This problem occurs with the JDBC Thin driver only. This 
issue is tracked through Oracle bug number 2659230. 

Issues With Oracle OLAP Option
If you are using the Oracle online analytical processing (OLAP) option, 
download the patch for Oracle bug number 3084634 from the OracleMetalink Web 
site at:

http://metalink.oracle.com/

Asynchronous I/O on File Systems for Red Hat Enterprise Linux 3
Asynchronous I/O on ext2 and ext3 file systems is not supported for Red Hat 
Enterprise Linux 3. This issue is tracked through Oracle bug number 3592118.

Oracle Data Guard Concepts and Administration
Oracle Data Guard Concepts and Administration, Oracle part number A96553-02, 
describes only how to instantiate a logical standby database for a single-instance 
primary database. To register a log for multiple threads of an Oracle Real 
Applications Clusters primary database, use the following query in place of the 

Note: Asynchronous I/O is supported on raw devices for Red 
Hat Enterprise Linux 3.
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one that is documented in "Section 4.2.2, Step 8 Identify the latest archived redo 
log". This issue is tracked through Oracle bug number 2659230.

SQL r
  1 SELECT NAME FROM V$ARCHIVED_LOG
  2   WHERE FIRST_CHANGE# </ (SELECT MAX(FIRST_CHNGE#) FROM V$ARCHIVED_LOG
  3  WHERE DICTIONARY_BEGIN = ’YES’ AND STANDBY_DEST= ’NO’)
  4    AND NEXT_CHANGE#      (SELECT MAX)FIRST_CHANGE#) FROM V$ARCHIVED_LOG
  5  WHERE DICTIONARY_BEGIN = ’YES’ AND STANDBY_DEST= ’NO’)

NAME
---------------------------------------------------------------------------
/arch/prim/arch_-1306740637_2_0000000004.log
/arch/prim/arch_-1306740637_1_0000000278.log
tpcc

SQL r

  1  SELECT MAX(FIRST_CHANGE#) FROM V$ARCHIVED_LOG
  2* WHERE DICTIONARY_BEGIN = ’YES’ AND STANDBY_DEST= ’NO’

MAX(FIRST_CHANGE#)
------------------
            1378506

The query will return the sequence number that should be specified in "Section 
4.2.17, Register the Archived Redo Log and Start SQL Apply Operations."

Legal Notices
The following section contains the copyright and license information for the 
unzip utility provided with this release. 

Info-ZIP
This is version 2003-May-08 of the Info-ZIP copyright and license. The definitive 
version of this document should be available at 
ftp://ftp.info-zip.org/pub/infozip/license.html indefinitely.

Copyright (c) 1990-2003 Info-ZIP. All rights reserved.

For the purposes of this copyright and license, "Info-ZIP" is defined as the 
following set of individuals:

Mark Adler, John Bush, Karl Davis, Harald Denker, Jean-Michel Dubois, 
Jean-loup Gailly, Hunter Goatley, Ian Gorman, Chris Herborth, Dirk Haase, 
Greg Hartwig, Robert Heath, Jonathan Hudson, Paul Kienitz, David 
Kirschbaum, Johnny Lee, Onno van der Linden, Igor Mandrichenko, Steve P. 
Miller, Sergio Monesi, Keith Owens, George Petrov, Greg Roelofs, Kai Uwe 
Rommel, Steve Salisbury, Dave Smith, Christian Spieler, Antoine Verheijen, 
Paul von Behren, Rich Wales, Mike White 

This software is provided "as is," without warranty of any kind, express or 
implied. In no event shall Info-ZIP or its contributors be held liable for any direct, 
indirect, incidental, special or consequential damages arising out of the use of or 
inability to use this software. Permission is granted to anyone to use this 
software for any purpose, including commercial applications, and to alter it and 
redistribute it freely, subject to the following restrictions:
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1. Redistributions of source code must retain the above copyright notice, 
definition, disclaimer, and this list of conditions.

2. Redistributions in binary form (compiled executables) must reproduce the 
above copyright notice, definition, disclaimer, and this list of conditions in 
documentation and/or other materials provided with the distribution. The 
sole exception to this condition is redistribution of a standard UnZipSFX 
binary (including SFXWiz) as part of a self-extracting archive; that is 
permitted without inclusion of this license, as long as the normal SFX banner 
has not been removed from the binary or disabled.

3. Altered versions--including, but not limited to, ports to new operating 
systems, existing ports with new graphical interfaces, and dynamic, shared, 
or static library versions--must be plainly marked as such and must not be 
misrepresented as being the original source. Such altered versions also must 
not be misrepresented as being Info-ZIP releases--including, but not limited 
to, labeling of the altered versions with the names "Info-ZIP" (or any 
variation thereof, including, but not limited to, different capitalizations), 
"Pocket UnZip," "WiZ" or "MacZip" without the explicit permission of 
Info-ZIP. Such altered versions are further prohibited from misrepresentative 
use of the Zip-Bugs or Info-ZIP e-mail addresses or of the Info-ZIP URL(s).

4. Info-ZIP retains the right to use the names "Info-ZIP," "Zip," "UnZip," 
"UnZipSFX," "WiZ," "Pocket UnZip," "Pocket Zip," and "MacZip" for its own 
source and binary releases.

Documentation Accessibility
Our goal is to make Oracle products, services, and supporting documentation 
accessible, with good usability, to the disabled community. To that end, our 
documentation includes features that make information available to users of 
assistive technology. This documentation is available in HTML format, and 
contains markup to facilitate access by the disabled community. Standards will 
continue to evolve over time, and Oracle is actively engaged with other 
market-leading technology vendors to address technical obstacles so that our 
documentation can be accessible to all of our customers. For additional 
information, visit the Oracle Accessibility Program Web site at 

http://www.oracle.com/accessibility/

Accessibility of Code Examples in Documentation
JAWS, a Windows screen reader, may not always correctly read the code 
examples in this document. The conventions for writing code require that closing 
braces should appear on an otherwise empty line; however, JAWS may not 
always read a line of text that consists solely of a bracket or brace.

Accessibility of Links to External Web Sites in Documentation
This documentation may contain links to Web sites of other companies or 
organizations that Oracle does not own or control. Oracle neither evaluates nor 
makes any representations regarding the accessibility of these Web sites.
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